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O uso de métodos guiados por dados no contexto de ciência computacional e en-

genharia vem ganhando destaque nas mais diversas áreas do conhecimento nos últi-

mos anos. A grande disponibilidade e variabilidade de dados junto com o aperfeiçoa-

mento de algoritmos de aprendizado de máquina e o desenvolvimento dehardwares

com maior e�ciência em aplicações em Inteligência Arti�cial justi�cam o aumento no

uso desses métodos. Na presente tese de doutorado, apresentamos contribuições em

métodos guiados por dados não-intrusivos baseados emsnapshots. Nosso enfoque

é na Decomposição em Modos Dinâmicos (DMD), método utilizado para caracter-

ização de sistemas dinâmicos a partir de observações no tempo feitas por sensores

espaciais. No caso de simulações numéricas, as observações são as soluções obtidas

por cada passo de tempo durante toda a simulação. No entanto, a disponibilização

dos dados nem sempre é feita de forma que a utilização do método seja imediata,

demandando uma etapa de pré-processamento de dados. Neste trabalho, apresen-

tamos o método e nossos resultados para experimentos numéricos com diferentes

aplicações. Os dados para a aproximação via DMD são provenientes de simulações

numéricas de correntes gravitacionais, deslocamentos de bolhas gasosas e modelos

epidemiológicos. Consideramos que os dados demandam pré-processamento como

descompressão, projeções de malha e/ou uni�cação desnapshotsparalelos. Nesta

tese, discutimos os resultados de reconstruções e predições temporais.
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The use of data-driven methods in the context of computational science and

engineering has been gaining attention in many diverse research areas in the past

years. The huge data availability and variability coupled with the improvement of

machine learning algorithms and the development of e�cient AI-guided hardware

justify the increasing interest in these methods. In the current doctorate thesis, we

present contributions in data-driven non-intrusive snapshots-based methods. We

focus on the Dynamic Mode Decomposition (DMD), a method used to characterize

dynamical systems from measurements in time made by spatial sensors. In the case

of numerical simulations, the measurements are the solutions obtained at each time

step. However, data is not always promptly available for ingestion, requiring an

intermediate step of data preprocessing. In this study, we present the method and

our results for numerical experiments in di�erent applications. Data for DMD ap-

proximation is generated in numerical simulations of density-driven gravity currents,

bubble and epidemiological problems. We consider that data requires preprocess-

ing procedures such as decompression, mesh projection and uni�cation of parallel

snapshots. In this thesis, we discuss the results of reconstructions and short-time

predictions.
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Chapter 1

Introduction

Recent advances in hardware, algorithms, and data acquisition and storage

brought attention to data-driven discovery in many scienti�c �elds. The combina-

tion of the recent developments in Computational Science and Engineering (CSE),

High Performance Computing (HPC), and Machine Learning (ML) led to the gen-

eration of a new subject entitled Scienti�c Machine Learning (SciML) which aims to

use data-driven approaches to discover patterns, solve complex problems and extract

insights from data using e�cient and accurate strategies [1].

This thesis focuses on Dynamic Mode Decomposition (DMD), a SciML algorithm

that extracts spatio-temporal coherent structures from snapshots. Even though

DMD was developed for dynamical systems, it shares several concepts aligned with

the current scienti�c machine learning state-of-the-art [2, 3]. Snapshots can be

seen as simultaneous photography of measurements from a given number of spatial

sensors. They can be obtained from numerical data (such as values computed for

computational grids in numerical simulations) or experimental data (such as the

temperature sensor measures of the ocean [4]). Both types of data require treatment:

experimental data might be infused with noise or require additional treatment (i.e.,

acceleration data obtained from an accelerometer could be converted to displacement

if required), while numerical data might be submitted to compression, Adaptive

Mesh Re�nement and Coarsening (AMR/C) or parallel computing. Here we focus

on strategies to deal with data obtained from numerical data. Having DMD to

be fueled with numerical data requires a scienti�c work�ow that deals with the

numerical simulations setup, data generation, data transformation, processing, and

postprocessing. In order to approach DMD with numerical data, we need to go

through concepts regarding CSE, HPC, Machine Learning, and SciML, which is the

scope of the upcoming sessions.
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1.1 Computational Science and Engineering

CSE is a multidisciplinary �eld at the intersection of mathematics and statistics,

computer science, and core disciplines of science and engineering [5]. While CSE

builds on these disciplinary areas, its focus is on integrating knowledge and method-

ologies from all of them and developing new ideas at their interfaces. As such, CSE

is a �eld in its own right, distinct from any of the core disciplines. CSE is devoted

to the development and use of computational methods for scienti�c discovery in

all branches of the sciences, for the advancement of innovation in engineering and

technology, and the support of decision-making across a spectrum of societally im-

portant application areas. CSE is a broad and vitally important �eld encompassing

methods of HPC and playing a central role in the data revolution. While the de-

velopment of HPC started many decades ago and has provided powerful computing

capabilities, it has recently been recognized that integrating HPC into mathematical

modeling, numerical algorithms, and large-scale databases of observations leads to

a new paradigm in science and engineering. In conjunction with theory and exper-

imentation, CSE is now widely recognized as an essential cornerstone that drives

scienti�c and technological progress [5].

Although CSE is a large �eld with multiple applications and methodologies, this

thesis focuses on the computational modeling of physical applications. Figure 1.1

shows the �ow for creating a CSE model. We start by considering a conceptual model

from a physical system, which is usually a problem of interest to industry and/or

society. This physical system is usually governed by one or more partial di�erential

equations (PDEs), yielding the appropriate mathematical model for our problem. In

most cases, PDEs cannot be directly solved using analytical approaches, requiring

approximation methods that allow the computation of approximated solutions for

these equations given some hypothesis. That is described by thediscretization step,

where a numerical method is chosen such that it suits the mathematical problem.

For larger problems, theimplementation step requires attention such that the HPC

strategies should be e�cient enough to deal with the complexity of the problem. The

simulation is initialized, usually consisting of solving multiple nonlinear systems

of equations. The next step isdata analysis which comprises data visualization,

post-processing, and many other output data transformations. For many-query

applications [6], when the system should be optimized, designed, or controlled, the

cycle gets reiterated using the discoveries from the previous cycle.

This thesis focuses on solving engineering problems related to �uid dynamics and

epidemiological applications. After de�ning the problem and the governing PDEs,

we use numerical methods for discretization by applying a computational grid to

the problem's spatial domain. The PDEs approximated in this thesis are also tran-
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Figure 1.1: CSE cycle, from physical problem to model and algorithms to e�cient
implementation in simulation software with veri�cation and validation driven by
data. From [5].
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sient, so the temporal evolution of the �eld is also approximated using numerical

methods. More precisely, we use the �nite element method (FEM) [7, 8] for spatial

discretization and the �nite di�erence method (FDM) [9] for time integration. De-

tails on the spatial discretization and time integration can be seen in more detail in

Appendix B. After complete discretization, the numerical simulation code is respon-

sible for solving nonlinear systems, and the solution for these systems is the state

vector for the problem at that speci�c instant. The solution and information about

the mesh used to compute that solution are written on output �les that will be

imported into data visualization applications such as ParaView [10] and VisIt [11].

These tools are responsible for interpolating color maps using the solution and mesh

information for proper result interpretation and analysis. This thesis refers to the so-

lutions generated at every instant for the numerical simulation assnapshots. From

the SciML perspective, snapshots are not strictly used for data visualization and

decision-making, but they also contain underlying patterns that can be extracted to

generate further analysis and to make predictions. This is covered in more detail in

Chapter 2.

1.1.1 In situ visualization

One important aspect of the CSE cycle is when the problems are of larger com-

plexity. In this situation, aside from the HPC strategies that deal with e�cient

system solving and computational speedup, it might be required to analyze the

problem solution during simulation runtime. Several important features are ob-

tained from using in situ visualization tools. First, it allows the visualization of

very large computational problems. Simulations at the petascale/exascale level are

too large to store and study directly using conventional postprocessing visualization

tools, requiring special visualization strategies [12]. It is becoming customary to al-

low data analysis during simulation runtime instead of storing data for later analysis

[13]. Also, In situ visualization tools allow simulation steering [14, 15], where the

parameters for the simulation are manipulated during simulation runtime and data

analysis during simulation runtime.

This thesis considers the Paraview Catalyst [16] as anin situ visualization tool

that generates data during simulation runtime. Aside from data analysis and vi-

sualization, the information in the image �les obtained through this strategy can

allow faster predictions and analysis using DMD. That is, we consider data gen-

erated by Paraview Catalyst to fuel DMD, enabling the construction of the DMD

approximation while the simulations are still running.
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1.2 Data Science and Scienti�c Machine Learning

Data science itself is not a new concept. Humanity paved the way to mod-

ern statistics across the centuries [17] in many di�erent scienti�c �elds, even those

not strictly related to mathematics. For instance, Florence Nightingale, a noto-

rious nurse known for saving lives in the Crimean War during the XIX century,

was a pioneer in using storytelling and data visualization to change sanitary condi-

tions in England drastically, revolutionizing modern sanitary and medical conditions

[18, 19]. That is, data science-related knowledge is long-lasting, although the term

"data analysis" was coined in 1962 by John Tukey [20, 21], one of the inventors of

the FFT algorithm [22], who envisioned the existence of a scienti�c �eld focused

on learning from data. Since then, with the signi�cant value obtained from data

collection and analysis and advances in hardware and techniques, data science has

evolved signi�cantly with di�erent branches, such as Arti�cial Intelligence (AI),

which comprises Machine Learning (ML) and Deep Learning (DL), storytelling, and

data engineering. One of these branches arises when data science methodologies

are applied to CSE. Scienti�c Machine Learning (SciML) is a core component of

arti�cial intelligence and computational technology that can be trained, with scien-

ti�c data, to augment or automate human skills [1]. This emerging research area

focuses on the opportunities and challenges in the context of complex applications

across science and engineering and other interdisciplinary �elds. That is, when we

combine the possibility of exploring complex physical phenomena using CSE with

the techniques that unravel information hidden in data in the ML background, we

achieve more e�cient and robust approaches that solve the challenges in modern

engineering problems.

This combination can be translated, on the usual SciML framework - especially

in the Reduced Order Modeling context - into the O�ine and Online phases [23].

The O�ine phase corresponds to the part of the process where data is being gener-

ated as the numerical simulations are being computed. During the o�ine phase, the

CSE cycle described in Figure 1.1 is invoked. Modern applications usually demand

larger computational resources and time, so High Performance Computing (HPC)

strategies and hardware are usually employed in this phase. Conversely, the On-

line phase manipulates the generated data, extracts the underlying patterns in the

data, and makes predictions and/or extrapolations. Although this division is simple

for some cases, there are many situations, however, where the disparity between

supercomputer computation speeds and I/O rates on the O�ine phase is signi�-

cant, meaning that data-generating applications must run concurrently with data

reduction and/or analysis operations (includingin situ visualization techniques),

with which they exchange information via high-speed methods such as interprocess

5



communications. In other words, data can be generated faster than written to a �le

system, leading to a bottleneck in data storage and transfer [13]. This bottleneck

a�ects the intersection between the O�ine and Online phases, so data does not need

to be completely available for the Online phase to be computed.

In terms of applications, a diverse range of computing theories and algorithms is

currently used and developed under the SciML scope, such as large-scale optimiza-

tion, inverse theory, reduced order modeling, uncertainty quanti�cation, Bayesian

inference, optimal experimental design, data assimilation, physics-informed deep

learning, interpretable machine learning and reinforcement learning. These data-

driven strategies, together with High Performance Computing (HPC), are trans-

forming how we model, foresee, and govern intricate systems in complex applications

such as turbulence, the brain, climate, epidemiology, �nance, robotics, and logistics.

[2]. These systems are usually nonlinear, dynamic, multi-scale in space and time, and

high-dimensional, with signi�cant underlying patterns that must be identi�ed and

modeled to achieve sensing, prediction, estimation, and control goals. For instance,

Figure 1.2 illustrates the visual similarity between a picture of a real-world turbulent

3D complex �ow and a �gure of a numerical simulation of a laminar 2D �ow over a

circular cylinder. The �rst �gure is a photograph from space of the von Kármán vor-

tex street generated by a mountain in Rishiri Island, Japan, whose wake is visualized

by the clouds, while the second �gure is the �ow over a circular cylinder, one of the

most fundamental �ows in �uids mechanics for its relevance in engineering settings.

Although there is a signi�cant gap in terms of physical complexity between the two

pictures, we can observe the similar structures between them. Large and complex

systems dictated by PDEs often present dominant underlying patterns [24]. Low-

dimensional coherent structures express these patterns in high-dimensional data and

can be extracted with scienti�c machine learning techniques, which would consider

this valuable information for the eventual goal of sensing, prediction, estimation,

and control. Some of these new techniques include robust image reconstruction

from sparse and noisy random pixel measurements, turbulence control using ma-

chine learning, optimal sensor, and actuator placement, discovering interpretable

nonlinear dynamical systems purely from data, and reduced-order models to ac-

celerate the optimization and control of systems with complex multi-scale physics.

The availability of vast amounts of data, enabled by remarkable innovations in low-

cost sensors, orders-of-magnitude increases in computational power, and virtually

unlimited data storage and transfer capabilities, is driving modern data science [2].
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Figure 1.2: Visual comparison between the Von Kármán vortex street generated
by the �ow over Rishiri Island in Hokkaido, Japan, and the cylinder wake at low
Reynolds number. From [25].

1.3 Motivation

The relationship between numerical simulations and data science lead to the de-

velopment of several techniques that improve the e�ciency and accuracy of decision-

making in engineering. Data from numerical simulations, namely snapshots, usually

contain underlying patterns that can be used to infer or analyze information re-

garding the physics of the problem being modeled. Snapshots-based SciML models

are helpful for improving simulation e�ciency, generating surrogate models, improv-

ing accuracy, and enabling data-driven modal analysis. Although there are several

snapshots-based SciML models, our method of choice in this thesis is the Dynamic

Mode Decomposition (DMD) model, an equation-free method that extracts the co-

herent spatio-temporal structures existent in data.

Given the nature of snapshots, it is challenging to generate a unique DMD code

for all possible problems. First, each simulation output �le is written in its own

way and depends mainly on the library or source code employed, the �le format

used, the mesh considered, and the problem solved. Also, large numerical simu-

lations are often solved using multiple parallel processors to improve performance,

leading to multiple output �les for the same computed time step. Although all de-

scribed situations require some automation, they can be solved with proper data

pre-processing. However, even after data is submitted to the preparation work�ow,

there are situations where data cannot be properly stored for being processed on

DMD models. For instance, there are cases where numerical simulations compute

solutions on di�erent meshes during the simulation. These di�erent meshes lead to

7



spatial tracking divergence, where a point in space having its �eld computed may

not exist on a future time step given the mesh topology variation. Also, the number

of nodes on a mesh may vary, prohibiting the usage of that data.

Another issue arises when data generated from numerical simulations is signif-

icantly large. Large data leads to more complex work�ow architectures for DMD

applications. One possible case is that, given that modern simulations may reach

many millions and even billions of degrees of freedom, the output �les may require

a large storage size and lead to large I/O operations. Reducing disk pressure would

enable the usage of the generated data in the Online Phase, where computational

resources are more scarce. This occurs when the gap between CPU processing and

I/O bandwidth becomes larger, which may be usual for simulations on extreme scale

using HPC strategies and hardware. In this case, data generation is faster than data

storage, requiring the calling of the DMD routine during simulation runtime [13].

These and many other situations are bottlenecks in the development of DMD

methods. In this thesis, we address the described data issues for numerical sim-

ulations enabling the usage of their outputs as DMD models input. We consider

complex nonlinear numerical simulations as input for DMD models to guarantee the

robustness of the data work�ow. Although the contributions are made in the DMD

context, they can be properly adapted to any snapshot-based SciML model (i.e., the

Proper Orthogonal Decomposition).

1.4 Contributions and Published Materials

During the development of this study, the following materials were produced.

They were published after peer review or in preparation with joint authorship:

ˆ Published by Peer-reviewed Journals and Conference Papers:

� Directly related to this thesis:

1. DMD application to 2D density-driven gravity currents: Barros, G.

F., Côrtes, A. M. A., Coutinho, A. L. G. A. Dynamic mode decompo-

sition for density-driven gravity current simulations,CILAMCE 2020

- Proceedings of the XLI Ibero-Latin-American Congress on Compu-

tational Methods in Engineering, 2020.

2. Mesh projection strategy to circumvent AMR/C snapshots with ap-

plications to �uid dynamics and epidemiological models: Barros,

G.F., Grave, M., Viguerie, A., Reali, A., Coutinho, A. L. G. A. Dy-

namic mode decomposition in adaptive mesh re�nement and coars-

ening simulations.Engineering with Computers38, 4241�4268, 2022.

https://doi.org/10.1007/s00366-021-01485-6 .
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3. DMD application for snapshots of multiple compartments: Viguerie,

A., Barros, G. F., Grave, M., Reali, A., Coutinho, A. L. G. A.

Coupled and uncoupled dynamic mode decomposition in multi-

compartmental systems with applications to epidemiological and ad-

ditive manufacturing problems. Computer Methods in Applied Me-

chanics and Engineering, 391, 2022.https://doi.org/10.1016/j.

cma.2022.114600.

4. DMD application on computational oncology: Viguerie, A., Grave,

M., Barros, G. F., Lorenzo, G., Reali, A., and Coutinho, A. L. G. A.

Data-Driven Simulation of Fisher�Kolmogorov Tumor Growth Mod-

els Using Dynamic Mode Decomposition.ASME. Journal of Biome-

chanical Engineering. 144(12): 121001, 2022.https://doi.org/

10.1115/1.4054925 .

5. How data compression a�ects DMD: Barros, G. F., Grave, M., Ca-

mata, J. J., Coutinho, A. L. G. A. Enhancing dynamic mode de-

composition work�ow with in situ visualization and data compres-

sion. Engineering with Computers, 2023. https://doi.org/10.

1007/s00366-023-01805-y.

� Other contributions:

1. Barros, G. F., Côrtes, A. M. A., Coutinho, A. L. G. A. Parallel

Solution of 3D Ohta-Kawasaki Nonlocal Phase Field Model in FEn-

iCS. CILAMCE - PANACM 2021 - Proceedings of the Ibero-Latin-

American Congress on Computational Methods in Engineering, 2021.

2. Barros, G. F., Côrtes, A. M. A., Coutinho, A. L. G. A. Finite el-

ement solution of nonlocal Cahn�Hilliard equations with feedback

control time step size adaptivity. International Journal for Nu-

merical Methods in Engineering, 122(18) 5028�5052, 2021.https:

//doi.org/10.1002/nme.6755 .

3. Grave, M., Viguerie, A., Barros, G. F., Reali, A., Coutinho, A. L.

G. A. (2021). Assessing the Spatio-temporal Spread of COVID-19

via Compartmental Models with Di�usion in Italy, USA, and Brazil.

Archives of Computational Methods in Engineering, 28(6) 4205-4223,

2021. https://doi.org/10.1007/s11831-021-09627-1.

4. Grave, M., Viguerie, A., Barros, G. F., Reali, A., Andrade, R. F. S.,

Coutinho, A. L. G. A. . Modeling nonlocal behavior in epidemics

via a reaction�di�usion system incorporating population movement

along a network. Computer Methods in Applied Mechanics and

Engineering, 401, 2022. https://doi.org/10.1016/j.cma.2022.
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115541.

ˆ Presentations by the author:

� Directly related to this thesis:

1. Barros, G. F., Côrtes, A. M. A., Coutinho, A. L. G. A. Extracting

Spatio-Temporal Coherent Structures of Turbidity Current Simula-

tions, 14th WCCM & ECCOMAS Congress, 2021.

2. Barros, G. F., Grave, M. Camata, J. J., Coutinho A. L. G. A. Snap-

shots Construction Using In Situ Visualization Tools for Data-driven

Reduced Order Modeling.USNCCM16. (2021).

3. Barros, G. F., Grave, M., Viguerie, A., Camata, J. J., Reali, A.,

Coutinho, A. L. G. A. Data Pipeline for Dynamic Mode Decom-

position. RAMSES: Reduced order models; Approximation theory;

Machine learning; Surrogates, Emulators and Simulators.2021.

� Presentations with contributions from the author:

1. Silva, R. M., Jagtap, A., Shukla, K., Barros, G. F., Coutinho

A. L. G. A., Karniadakis, G. E. PINN-based Reconstruction of

Particle/Density-driven Gravity Flows. 8th European Congress on

Computational Methods in Applied Sciences and Engineering, EC-

COMAS Congress, 2022

2. Guerra Bernadá, G. M., Grave, M., Barros, G. F., Silva, R. M., San-

tos, T. L., Gesenhues, L., Camata, J. J., Côrtes, A. M. A., Elias,

R. N., Rochinha, F., Coutinho, A.L.G.A. Advances in the simula-

tion of gravity currents. 5th International Conference on Multi-Scale

Computational Methods for Solids and Fluids, 2021.

ˆ Awards

� Special mention at the Arts & Science Contest - World Congress on Com-

putational Mechanics 20201.

It is important to highlight that all the works listed before were developed as

contributions to di�erent projects related to Finite Element Simulation of Turbidity

Currents, conducted and/or hosted at the High Performance Computing Center,

COPPE/Federal University of Rio de Janeiro2.

1https://www.coppe.ufrj.br/pt-br/planeta-coppe-noticias/noticias/
arte-e-ciencia-aluno-da-coppe-recebe-mencao-honrosa-em-congresso

2http://www.nacad.ufrj.br
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1.5 Structure

This thesis is presented as follows: A brief introduction of SciML methods on

modern problems is described in Chapter 1, as well as our objectives and the struc-

ture of this manuscript. In Chapter 2, we focus on Snapshots-based Scienti�c Ma-

chine Learning models. We focus on the literature review of Dynamic Mode De-

composition (DMD), our SciML method of choice. We present the mathematical

background, an algorithmic view of the method, and the current state-of-the-art of

DMD. We also describe in detail the DMD work�ow. We highlight the main com-

ponents of the work�ow, including the data transformation step, the core of this

thesis. In this phase, we investigate DMD, where complex snapshot architectures

are provided. That is, we solve problems where:

ˆ Snapshots are available with varying dimensionality;

ˆ Snapshots written in parallel output �les;

ˆ Snapshots are submitted to data compression;

ˆ Snapshots are generated during simulation runtime (i.e., data streaming);

Chapter 3 presents the physical applications considered in this work. The data

obtained used to fuel DMD is generated on numerical simulations regarding �uid

dynamics and epidemiological models. We describe the models and the numerical

simulation parameters used for each case. In Chapter 4, we present our results

for the applications considered in this thesis. We conclude our study on Chapter 5.

Also, we present four appendices in this thesis. Appendix A shows some preliminary

studies on Snapshots-Based SciML. We describe Proper Orthogonal Decomposition

(POD), another SciML algorithm with similar purposes, and compare the results

to DMD for a simple problem where both methods could be applied. In Appendix

B, we brie�y describe the �nite element method and the simulation codes used

for generating the input data of our models. In this appendix, we also describe

the Adaptive Mesh Re�nement and Coarsening (AMR/C) procedure and how it

can improve the performance of numerical simulations. Appendix C describes the

Python library developed in this thesis. The complete source code that produced

the results for each contribution of this thesis and the data generated from the

simulations are available. Finally, in Appendix D, we describe the data compression

techniques used in some of the applications solved in this thesis.
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Chapter 2

Snapshots-based Scienti�c Machine

Learning Models

One of the most important developments in CSE is to approximate PDEs sys-

tematically so that complex problems can be solved quantitatively using algebraic

operations. Aside from the already mentioned FEM and FDM, several methods ex-

ist for this purpose, such as the �nite volume method (FVM) and boundary element

method (BEM). The list can increase substantially if we consider meshless methods

and other approaches that approximate the di�erential operator existent in PDEs.

In this thesis, we compute numerical solutions of complex problems from dynami-

cal systems obtained through the spatial approximation of the PDEs via FEM and

temporal approximation via FDM.

Given the spatio-temporal nature of PDEs, computational simulations often pro-

duce numerical vectors where a given quantity is computed after time and space

discretization. For instance, Figure 2.1 show the vortex shedding of a �ow over

a cylinder in 2D. Each �gure describes a state in time, and each vectory i for

i 2 1; 2; :::; m contains the spatial description of each spatial node form time in-

stants. The �gures that show the vortex shedding are practically arrangements of

the vector where the computed value for a given row ony is mapped accordingly

with the respective nodal coordinates and colored given its magnitude. The vec-

tor y , namely a snapshot, is the output solution from the FEM simulation at each

simulation instant.

Snapshots are a rich source of patterns to be extracted from scienti�c machine

learning models. Although there are several snapshots-based SciML models, our

method of choice in this thesis is Dynamic Mode Decomposition (DMD). DMD

was �rst proposed as a dimensionality reduction technique that extracts dominant

spatio-temporal coherent structures from high-dimensional time-series data [24, 26].

Given that the data considered in this thesis is obtained by the solution of the

discretization of transient PDEs, our applications can be translated as the following
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Figure 2.1: Vortex shedding snapshots. Adapted from [24].

discrete dynamical system

y i +1 = F(y i ); (2.1)

whereF is an unknown function that dictates the evolution of the dynamical system.

From the solution y i , the next state vectory i +1 can be computed. Given a collection

of m measurementsf y0; y1; : : : ; ym� 1g , the snapshots matrixY can be assembled

by stacking the state vectors in columns such that

Y =

2

6
4 y0 y1 : : : ym� 1

3

7
5 (2.2)

where the matrix Y 2 Rn� m is called snapshots matrix or snapshots dataset.

2.1 Dynamic Mode Decomposition

Dynamic Mode Decomposition �rst appeared in the �uid dynamics context [27,

28] and quickly gained popularity in the �uids community, primarily because it

provides information about the dynamics of a �ow, and is applicable even when those

dynamics are nonlinear [29, 30]. DMD now appears on several di�erent contexts

such as biomechanical models [31], urban mobility [32], epidemiological systems [33],

aeroelasticity [34], neuroscience [35] and �nancial trading [36]. A typical application
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consists on stacking snapshots (i.e. simulated velocity/vorticity �elds) to compute

the DMD modes and eigenvalues, that, when taken together, describe the dynamics

observed in the time series in terms of oscillatory components [29]. The method

consists, basically, on a regression of data (represented as snapshots in time of a

dynamical system) onto locally linear dynamics. The main idea is that, for allm

snapshots existent in the snapshots matrix, DMD seeks a low-rank matrixA such

that

y i +1 = Ay i ; (2.3)

where A is chosen to minimizejjyk+1 � Ay k jj 2 over all the i = 0; 1; : : : ; m � 1

snapshots. Considering the snapshots matrix described on Equation 2.2, we can

split the matrix into two matrices, such that

Y 1 =

2

6
4 y0 y1 : : : ym� 2

3

7
5 and (2.4)

Y 2 =

2

6
4 y1 y2 : : : ym� 1

3

7
5 ; (2.5)

where, for a given column numberk, the state vector of thek-th column on Y 2 is

the successive solution from thek-th column on Y 1. Finally, DMD can be posed

formally as an optimization problem [37] as

arg min
A

jjY 2 � AY 1jjF (2.6)

where jj � jj F denotes the Frobenius norm. The optimal solution for this problem is

when A is such that

Y 2 = AY 1 and, consequently, (2.7)

A = Y 2Y y
1; (2.8)

beingY y
1 the Moore-Penrose pseudoinverse [38] ofY 1 such that Y y

1 = Y T
1 (Y 1Y T

1 )� 1.

That is, using only observable data, it is possible to solve the linear system on

Equation 2.7 and to construct a linear operator able to approximate the nonlinear

dynamics of a complex system. The method is useful considering systems where

no a priori information about the dynamics is known. In numerical simulations,

for instance, this re�ects on a non-intrusive characteristic of the algorithm, which

can reconstruct the solutions (and, consequently, predict information that is not

available in the dataset) without having access to the codes used for numerical

simulations.
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DMD gained more popularity when the relationship between DMD and the

Koopman operator was proved [30, 39]. The Koopman operator is a linear, in�nite-

dimensional operator that describes the dynamics of any dynamical system - in-

cluding nonlinear systems - on the Hilbert space of measurement vectors of the

state [29, 40]. It is shown that DMD is a numerical approximation of the Koopman

spectral analysis [30], which explains why DMD is applicable to nonlinear systems.

DMD aims to construct the matrix A using measurements of the dynamical systems,

being A a �nite-dimensional linear model that approximates the in�nite-dimension

Koopman operator restricted to a measurement subspace spanned by direct mea-

surements of the statey [37]. The operators are linear since the mapping in time is

linear even though the dynamics that generatedyk are nonlinear.

Although DMD was proposed in the �eld of dynamical systems, we can look at

the method's properties through the lens of SciML [3, 26, 41, 42]. In some works,

the snapshots matrix is called training set [26] and machine learning concepts like

over�tting [43] and variations in the loss function [44, 45] are discussed. The link to

machine learning is natural, given the regression nature of DMD. For instance, we

can think of DMD as a regression that can be trained by minimizing the loss function

on Equation 2.6 using the training data onY and, given the convex nature of the

optimization problem, the least-squares approach considered on the construction of

the pseudoinverse can be used to �nd the optimal parameters (matrixA ). The loss

function can be altered depending on the DMD premises. For instance, on [26, 46],

the authors add a rank-r restriction to the optimization problem to account for the

assumed modal structure of the system and on [45] the authors modify the loss

function to account for reducing the errors in older snapshots as new data arrives.

Some works discuss, for instance, some preprocessing methods on DMD that are

usual to ML regression problems, such as mean subtraction [47], which bring further

implications to DMD, especially regarding the temporal frequencies obtained in the

SVD algorithm. It is also common to see contributions in the literature where the

authors mixed DMD with other well-established ML/SciML concepts [26, 48].

The simplicity, robustness, agnostic properties, strictly data-driven behavior,

and mathematical foundations existent in the method re�ected a growing interest

in multiple research areas in the past years. Figure 2.2 shows the number of pub-

lications on DMD over the past years. The data was obtained using all databases

existent in the Web of Science website [49], and present the contributions of the

DMD community in chemistry, physics, engineering, business economics, telecom-

munications, neurosciences, acoustics, and many others. The number of publications

observed comprises articles (82; 17%), proceeding papers (17; 83%), and other doc-

uments such as book chapters and review articles.

Dynamic Mode Decomposition is usually considered for three di�erent reasons
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Figure 2.2: Number of publications related to DMD over the years. Data obtained
from Clarivate Web of Science [49] on 04/05/2023.

[24]:

ˆ Diagnostics: DMD naturally extracts key low-rank spatio-temporal features of

high-dimensional systems, allowing for physically interpretable results regard-

ing spatial structures and their associated temporal responses. These low-rank

features can be used to characterize complex dynamical systems as a diagnos-

tic tool. For instance, in [50], the authors used DMD for analyzing the �ow

dynamics for multi-phase �ow in porous media, claiming that the informa-

tion provided by DMD is more interpretable and practical to assess than 3D

animations of the �ow.

ˆ State estimation and future-state prediction: DMD aims to construct linear

maps of the dynamics of a complex system and is optimal within the data range

collected. However, depending on the dynamics and some key strategies, such

as intelligent data sampling or updating the regression, DMD can be used to

estimate the subsequent observations of the state vectors using the information

obtained from the original dataset. For example, in [51], the authors used

streaming DMD - a variation of standard DMD where the basis is updated in

real-time - for short-time predictions of energy generation in a wind farm with

good results.

ˆ Control: Due to the short-time future estimates property presented previously,

DMD can be applied to control techniques. The short-time predictions can
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be used to enable a control decision capable of in�uencing the system's future

state. The work of [52] shows the development of DMDc - a variation of DMD

that produces accurate approximations from complex systems with exogenous

forcing - being suitable for control applications.

We now highlight several important contributions in the literature for using

DMD. When DMD was proposed on [27], it was formulated in terms of a companion

matrix, suggesting its connections with the Arnoldi algorithm [29]. It was further

elaborated on [28], where the Singular Values Decomposition factorization was added

as a �rst step on Y 1 to allow the computation of the �rst r more relevant modes

instead of the complete pseudoinverse matrix, increase the e�ciency and numerical

stability of Equation 2.8. Later, the exact DMD was proposed [29], generalizing

the DMD algorithm for a larger class of datasets, especially non-sequential datasets,

and proposing a more consistent calculation of the DMD modes.

DMD has some well-studied pitfalls. In terms of measurements, since DMD is

based on linear measurements, the resulting models may not accurately capture non-

linear transients. To circumvent this issue, several works were proposed to identify

nonlinear measurements that evolve linearly in time, establishing a coordinate sys-

tem where the nonlinear dynamics appear linear. The extended DMD [53, 54], the

kernel DMD [55], LANDO [43] and variational approach of conformation dynam-

ics (VAC) [56, 57] enrich the model with nonlinear measurements. These special

nonlinear measurements are generally challenging to represent, and deep learning

architectures are being employed to identify nonlinear Koopman coordinate systems

where the dynamics appear linear [58]. Another disadvantage of DMD is when data

is noisy. It is known that computed eigenvalues are easily biased by noise in data

[59]. This bias is a result of the fact that the standard DMD algorithm treats the

data pairwise (matrix A maps the relation betweeny i and y i +1 ). Some noise-robust

variants are proposed on [59�61].

In terms of analysis, DMD was improved in several ways. By coupling Multires-

olution Analysis (MRA) with DMD, the Multiresolution Dynamic Mode Decompo-

sition (mrDMD) [4] is capable of naturally separating multiscale spatio-temporal

features, providing e�ective means to uncover multiscale structures existent in the

data. For instance, on [4], the authors showed that, even with a large volume of data

containing the measured temperature in the oceans, theEl Niño phenomenon, a rare

event that would not be a dynamically relevant structure considering the dataset

size, was successfully captured by DMD. Another important contribution in terms

of analysis is the Dynamic Mode Decomposition with Control (DMDc) [52]. The

DMDc method was originally developed to analyze measurement data collected from

complex systems where exogenous forcing has been applied during the observation

period. That is, DMD now takes the formyk+1 = Ay k + Bu k whereuk is the current
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control and B measures the impact of the forcinguk on the observationsyk+1 . The

physics-informed DMD (piDMD) was recently proposed to add physical principles

- such as symmetries, invariances, and conservation laws - to DMD, increasing the

method's ability to generalize outside the training data and deal with noise. The

signi�cant increase in the DMD alphabet coupled with the observations made on

Figure 2.2 con�rms that DMD is an active research topic with several contributions

in the past years.

Now we extend the numerical description for DMD on signal reconstruction

and/or short-time predictions. By splitting the snapshots matrix on Equations 2.4

and 2.5 and de�ning the problem on Equation 2.8, we can compute the DMD modes

and eigenvalues needed for signal reconstrution. For numerical purposes, computing

the matrix A using pseudoinverses is not advisable. The productY 2Y y
1 leads to a

A 2 Rn� n matrix and the pseudoinverseY y
1 is generally ill-conditioned [62]. What

characterizes DMD as a dimensionality reduction technique is its ability to circum-

vent the eigendecomposition ofA by considering a rank-reduced representation~A .

That is, we consider the SVD ofY 1 such that

Y 1 = U�V T ; (2.9)

whereU 2 Rn� (m� 1) and V 2 R(m� 1)� (m� 1) are matrices containing the left and right

singular vectors and� 2 R(m� 1)� (m� 1) is a diagonal matrix with real, nonnegative

and decrescent entries named singular values. The singular values� 1 � � 2 � � � � �

� m� 1 are hierarchical and can be interpreted on how much the singular vectors

in�uence on the original matrix Y 1. According to the Eckart-Young theorem [63],

when subjected to a truncation rankr , the matrix Y 1 can be optimally approximated

as

Y 1 � ~Y 1 = U r � r V T
r ; (2.10)

where U r 2 Rn� r is a matrix containing the �rst r columns ofU , V r 2 R(m� 1)� r

contains the �rst r columns ofV and � r 2 Rr � r is the matrix containing the �rst r

singular values, where1 � r < m � 1. The case wherer = m � 1 leads to Eq. 2.9.

Considering the SVD decomposition, we can compute the pseudoinverse as

Y y
1 = V� � 1U T ; (2.11)

and, instead of computing the full rank pseudoinverse, a low-rank approximation

can be computed as,
~Y y

1 = V r � � 1
r U T

r : (2.12)
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That said, a low-rank approximation ofA , named ~A , can be computed as

~A = U T
r Y 2V r � � 1

r : (2.13)

Now we can compute the discrete eigenvalues� j and eigenvectors� j of ~A . The

eigenvectors are used to compute the DMD modes which, coupled to the eigenval-

ues, are su�cient to reconstruct the dynamics of the system measured [29]. For

illustration, we compare the eigenvalues of~A and A on Appendix A. A summary

of the standard DMD algorithm is described in Algorithm 1. It is important to

mention that step 6 of the algorithm computes the exact DMD modes (following

the so-called exact DMD algorithm). The original DMD had a di�erent strategy to

compute the modes - now entitled projected DMD modes - where	 DMD = U r W .

It is also common to see the computation of the DMD modes being scaled depending

on the application. The most common scaling factor is dividing the DMD mode by

the corresponding eigenvalue in order to penalize spurious modes with large norms

but quickly decaying contributions to the dynamics. However, this mode scaling

factor is usually arbitrary [29].

Algorithm 1 Reconstruction of dynamical systems using the standard DMD
method

INPUT: SnapshotsY = f y0; : : : ; ym� 1g
OUTPUT: Signal reconstruction~y(t) � y(t)
1: SetY 1 = f y0; : : : ; ym� 2g and Y 2 = f y1; : : : ; ym� 1g.
2: Compute the SVD ofY 1, Y 1 = U�V T .
3: De�ne the truncation rank r and compute ~A := U T

r Y 2V r � � 1
r .

4: Compute eigenvalues and eigenvectors of~AW = W� .
5: Compute continuous eigenvalues
 from discrete eigenvalues� obtained, ! i =
ln(� i )=� t i , where� t i = t i +1 � t i .
6: Compute DMD modes	 DMD = Y 2V r � � 1

r W .
7: Compute vectorb, b = ( 	 DMD )yy0.
8: Reconstruct approximation~y(t), ~y(t) =

P k
i =1 bi  i exp(! i t)

Remark: One can be confused with the DMD nomenclature. The original

DMD, proposed on [27, 28], was the fundamental work that described the algorithm

as a data-driven approach to extract global modes. The algorithm proposed by

the authors of [27, 28] is di�erent from Algorithm 1 in several aspects: i.e., the

snapshots are mapped as a Krylov sequence, and the approximation of the matrix

A is computed via a companion matrixS. Later, on [29], after the mathematical

foundations proven on [30, 39], a more generalized approach called exact DMD was

proposed. This generalization allowed the analysis of a larger group of datasets and

more robust and accurate modal calculations. The exact DMD is the current algo-

rithm used in most works regarding DMD and has become the standard approach
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considering the many DMD variants that are being proposed. From now on, the

standard DMD refers to the exact DMD, which is the algorithm proposed on Al-

gorithm 1 with its steps detailed in this section. This thesis considers two DMD

algorithms: the standard DMD, described to this point, and the streaming DMD,

which is yet to be discussed in this section.

Deciding the optimal truncation rank r for DMD is a crucial and not trivial

choice. If r does not embrace the necessary dynamics to be inherited, DMD might

not consider all the scales existent in the observable data. Also, ifr is too large,

errors regarding the pseudoinverse's ill-conditioning behavior may arise, especially

if the di�erence in orders of magnitude between the �rst and ther -th singular

values is too large. On Appendix A we illustrate how increasingr a�ects the DMD

approximation. Also, the low-rank structures extracted from DMD are ranked in

terms of dynamical importance [64]. This ranking is one crucial di�erence between

DMD and other truncated SVD methods, such as Proper Orthogonal Decomposition

(POD), where the energy of each (spatial) mode extracted is directly related to its

corresponding singular value. This thesis uses the "relative energy" metric for a

directed starting guess for choosingr . More details can be seen in Section 2.2.3.

The Singular Value Decomposition is the core procedure of DMD and is directly

responsible for the dimensionality reduction of the problem. SVD can represent a

signi�cant part of the computational e�ort for high dimensional snapshots, meaning

that improving SVD performance leads to signi�cant CPU time gains. There are

various algorithms for this purpose that depend on the application considered. One

important contribution in this direction is seen on [65], where the method of snap-

shots was proposed. This method circumvented the di�culties in computation SVD

on datasets wheren � m. Another signi�cant contribution is the randomized SVD

(rSVD for short) algorithm [66], a non-deterministic algorithm able to compute the

near-optimal low-rank approximation of a given large dataset with good e�ciency.

In this study, we employ the latter. Considering thatn � m, the rSVD is described

on Algorithm 2. The rSVD also presents two features:

ˆ Oversampling: addingp columns to the random projection matrix decreases

the variance of the singular value spectrum of the matrix obtained after the

projection onto P. Oversampling leads to an accuracy gain of the algorithm

(as a rule of thumb, 5 to 10 extra columns su�ce). In this study, we consider

p = 5 columns in oversampling.

ˆ Power iterations: projection of the snapshots matrix onto theQ subspace can

lead to a matrix with slow decaying singular values, a�ecting the low-rank

truncation. For this case, preprocessingY by applying successive subspace

iterations such asX (q) = ( XX T )qX whereq is the number of power iterations.
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Since this can result in excessive computational cost, it is often a small number

q < 5. This study considersq = 1 for all numerical results.

Algorithm 2 SVD factorization through the rSVD algorithm.
INPUT: Y 1 matrix
OUTPUT: Truncated singular values� r and truncated matrices containing the
singular vectorsU r and V T

r .
1: De�ne a target rank r < (m � 1).
2: Create a random matrixP 2 Rm� 1� r + pover . Here oversampling can be consid-
ered such that more randompover vectors can be used to increase factorization
accuracy.
3: Project Y 1 onto the random matrix space such thatZ = Y 1P and Z 2
Rn� r + pover .
4: If desired, q power iterations can be processed at this point. This is,Z :=
[Y 1(Y T

1 Z)]q

5: Find an orthonormal basisQ 2 Rn� r + pover by applying the QR decomposition
on Z
6: Apply the regular SVD factorization to QT Y 1. This returns � r and V T

r .
Spatial modesÛ r 2 Rr + pover � r + pover .
7: Reconstructing high dimensional modesU r by projecting the SVD modes on
the dual space ofQ, that is, U r = QÛ r .

The current state-of-the-art of most DMD applications is the standard DMD

equipped with the rSVD algorithm. However, depending on how data is provided

and the DMD modes' desired use, DMD algorithms come in di�erent �avors. For

instance, the foundation of the standard DMD algorithm is the snapshots matrix.

There are situations, however, where data is provided one snapshot at a time, and

DMD is required for predictions, control, or analysis with the available data. The

streaming DMD algorithm updates the DMD modes and eigenvalues online with ev-

ery relevant snapshot added [67�69] without requiring the storage of the snapshots

matrix for the computation of the DMD modes and eigenvalues. In this situation,

a di�erent algorithm for the SVD factorization is employed, namely the iSVD al-

gorithm [70�72]. The remaining of the algorithm, however, is strictly the same.

An alternative to the streaming DMD algorithm is the online DMD [45], where the

authors slightly changed the loss function on Equation 2.6 to accommodate online

learning. If one considers "forgetting" the contributions of older snapshots, the win-

dowed DMD [45] is also an option. Table 2.1 shows some aspects of three di�erent

DMD algorithms.

In this thesis, we consider applications where data is provided on a batch of

snapshots, enabling the construction of one single snapshots matrix for the problem

and using standard DMD. In this case, the rSVD algorithm is invoked. However, we

also consider some applications where data is provided during simulation runtime.

For this purpose, the streaming DMD is preferred, and the iSVD for streaming data
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Aspect Standard Streaming Online
Store past snapshots Yes No No
Track time variations No Yes Yes

Real-time DMD Matrix Yes Yes Yes

Table 2.1: Common DMD types and their aspects. Adapted from [45]

is considered [70, 72]. The iSVD is especially useful in real-time applications where

DMD is applied for control or when simulations are excessively time-demanding,

making data scarcely available in the simulation's early stages and progressively

available. This data �ow can enable insights from di�erent stages of the dynamics

instead of the usual standard DMD. In this study, we have implemented a slightly

di�erent version [71] of the usual iSVD algorithm, initially proposed for Proper

Orthogonal Decomposition (POD) applications. In this algorithm, for a given col-

lection of snapshotsY , a new snapshoty updates the singular values and vectors

such that
h

Y y
i

=
h

U Y h
i

"
� Y l

0 g

# "
V Y 0

0 1

#T

(2.14)

where U Y , � Y , V Y are the singular values and vectors ofY , being Y the matrix

containing the already existent snapshots during the increment of the new snapshot

y. If no snapshots are available, the matrices can be initialized as� Y = [ jjy jj 2],

U Y = [ y=jjy jj 2], V Y = [1], beingy the �rst snapshot available andjj�jj 2 the L 2 norm.

Vectors l = U T
Y y and h = ( y � Ul )=gand scalarg =

p
yT y � lT l are responsible for

updating the snapshots basis. It is important to mention that not all snapshots are

needed to improve the basis. Ifg < � SV D , where� SV D is a prede�ned threshold, the

snapshot does not in�uence the new basis by any means. In this study, we consider

� SV D = 10� 15. It is also important to truncate U Y , � Y , V Y to preserve the rankr .

Also, an orthogonalization check is advisable onU Y at each increment, invoking a

QR decomposition onU Y in case of loss of orthogonality of the basis. At the end of

the acquisition of the snapshots, the generated SVD matrices will preserve the �rst

k more relevant vectors of the included snapshots on the system. Both standard

and streaming DMD algorithms are presented respectively in Algorithms 1 and 3.

2.2 DMD Work�ow

In this section we describe the work�ow considered for this study. Scienti�c

work�ows have become increasingly popular as a way of specifying and execut-

ing data-intensive analyses. In such systems, a work�ow can be graphically de-

signed by chaining together data transformations (e.g., snapshot creation, matrix

factorization, etc.), where each transformation may take input data from previous
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Algorithm 3 Reconstruction of dynamical systems using the Streaming DMD
method

INPUT: Independent snapshotsf y i g, number of DMD modesr , � SV D , SVD
matrices U ; V ; � if already initialized.
OUTPUT: Signal reconstruction~y(t) � y(t)
if i = 0 then

1: f y i g = f y0g. Matrices U , V and � must be initialized.
2: Initialize U = U Y  [y0=jjy0jj ]
3: Initialize � = � Y  [jj y0jj ]
4: Initialize V = V Y  [1]
5: Initialize Y = [ y i ]

else
6: Compute vectorl = U T

Y y i

7: Compute scalarg =
p

yT
i y i � lT l

8: Compute vectorh = ( y i � Ul )=g
if g > � SV D then

9: Update Y  [Y y i ] (optional)

10: Apply SVD on Q =
�

� Y l
0 g

�
= U 0� 0V 0T .

if r count � r then
11: UpdateU  

�
U Y h

�
U 0

12: UpdateV  
�

V Y 0
0 1

�
V 0T

13: Update�  � 0

else
14: UpdateU  U Y U 0[:; : r ]
15: UpdateV  V Y V 0T [:; : r ]
16: Update�  � 0[:; : r ]

end if
end if

end if
17: ReturnsU , V , � and Y (optional). Computation of DMD modes and eigen-
values proceeds identically as seen in lines 3-8 of Algorithm 1.
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transformations, parameter settings, and data coming from external data sources.

In general, a work�ow speci�cation can be thought of as a directed graph (often

acyclic), where nodes represent modules of an analysis and edges capture the �ow

of data between these modules [73], that allow researchers to organize their compu-

tations. Large-scale distributed computing infrastructures are typically used for the

execution of scienti�c work�ows, specially in machine learning applications [74].

In snapshots-based SciML models, part of the modules are located in the O�ine

phase and the remainder of the work�ow nodes are located in the Online phase.

Figure 2.3 illustrated the standard O�ine-Online phases for snapshots-based SciML

models. Often the O�ine phase is conducted on HPC environments such as super-

computers or high performance cloud instances while the Online phase is performed

on personal workspaces or smaller clusters. Following the standard work�ow for

snapshots-based SciML models, data generation and basis extraction are conducted

on the O�ine phase and then the Online phase can be initialized only once the data

is properly stored and ready to be assessed.

For the numerical cases described in this thesis, the separation between Of-

�ine and Online phases may di�er for each application depending on the data type

provided and the necessary preprocessing, the DMD work�ow is the same for all

problems and is illustrated on Figure 2.4. That is, data is generated from numerical

simulations, pre-processed, processed and eventually post-processed. Notice that

the DMD block of graph nodes is entitled PADMe. This is due to our library1 that

is used for all applications in this thesis. The main necessity for creating PADMe

was to simplify the creation of the snapshots matrix to be ingested on DMD. That

is, PADMe would be responsible for tracking the simulations output �les, open each

�le regardless of their extension, read the data and stack the snapshots into the

snapshots matrix irrespective on how much pre-processing is required. For instance,

in case of parallel output �les for the same time step, PADMe would be responsible

for tracking the communication nodes of the mesh to avoid multiple entries for the

same set of spatial coordinates and stacking the snapshots correctly mapped. With

the snapshots matrix created, one could use any libraries for snapshots-based SciML

models such as PyDMD[75] or libROM[76]. That is, PADMe was conceived with

the idea of assisting in data manipulation before DMD computation rather than an

alternative option of the previous mentioned libraries. However, if desired, PADMe

is also equipped with a modularized and robust DMD code. Each one of the steps

of DMD can be replaced by other technologies (e.g. the SVD factorization can be

replaced by autoencoders) without any change to the �ow of the codes. We also cre-

ated a post-processing and visualization module for properly analyze DMD output

data such as eigenvalues, relative errors and other metrics. Appendix C describes

1https://github.com/gf-barros/padme

24



Figure 2.3: Simpli�ed O�ine and Online phases for snapshots-based SciML models.
Adapted from [77].

the library in more detail.

Regarding the graph nodes of the DMD work�ow, the standard DMD approach

takes into consideration the data generated after the simulation is completed, thus

a batch of snapshots is created on theSnapshots Generation phase, to be later

ingested and processed in the DMD code. In situations where the standard DMD is

employed, the O�ine and Online phases are well separated and follow the simpli�ed

approach seen on Figure 2.3. There are some situations, however, where the barrier

between O�ine and Online phases is more di�use. For instance, with the increasing

gap between CPU processing and I/O bandwidth for complex HPC architectures -

a situation that occurs mostly for simulations in extreme scale - data might take

more time to be available for analysis. We can take advantage of that by providing

data generated on-the-�y and executing the DMD models simultaneously with data

generation. A work�ow developed with this philosophy is the Online Data Analysis

and Reduction (ODAR) motif [13]. In this case, the authors describe the modules -

Simulate , Reduce, Analyze and Store - for data-driven approaches with di�erent

possible con�gurations, depending on the application. In this thesis, apart from the

standard DMD, we also consider the DMD work�ow for data provided through the

execution ofin situ visualization tools during simulation runtime, generating image

�les interpolated by color maps of the current state vector. This strategy takes the

streaming DMD rather than the standard DMD, that is, the snapshots are now

image vectors containing pixel values, the iSVD algorithm is invoked instead of the

rSVD algorithm and image metrics are considered to measure the reconstruction of

the solutions. This approach resembles the ODAR work�ow in the sense that data

analysis proceeds during simulation runtime and the work�ow described in Figure

2.4 is preserved for this case. The di�erence lies in the repeated execution for each

PNG �le generation: a new image snapshot becomes available, the basis is updated

and data is analyzed concurrently with theNumerical Simulations phase.

Remark : Work�ows - term used mostly in the computer science community -

and pipelines - term often used in the data science community - are slightly di�er-
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Figure 2.4: DMD Work�ow used in this thesis. Most of our contributions are
situated on the Data Transformation phases.

ent concepts. For instance, on [78] the author describes how a scienti�c work�ow

improved scienti�c analysis from raw data, including its generation. On [79], the

authors describe the importance of having a systematic data pipeline that describes

the data �ow from raw ingestion until model validation and how to automate its

creation. In both cases, raw data is converted into processed information for a given

application. From a global perspective, we can address that a work�ow composition

deals with work�ow components and data selection as well as the logical sequencing

of tasks and resource provisioning [74], while pipelines can be seen as a description of

the data �ow that consists on several data transformations, modeling and validations

where data gets transformed at each step until the generation of information itself.

Figure 2.4 describes the work�ow that ranges from theNumerical Simulations

- and everything it comprises such as mesh creation, element integration, system

solver andData Generation - until storing the DMD results. There are transitions

among di�erent data �ow that follows the usual machine learning pipelines format.

In this thesis, given that the O�ine and Online phases involve di�erent types of al-

gorithms and are executed in di�erent types of computers - the O�ine phase is often

handled by numerical simulation codes and invoked in supercomputers, while the

Online phase invoked on workstations -, the term work�ow will be used to describe

the complete data �ow from numerical simulations until DMD post-processing.

In the upcoming sections, we describe brie�y each one of the steps needed for

the DMD computation from numerical data. For every DMD application tested on

Chapter 4, this work�ow will be revisited and a list of details for each graph node

is highlighted. Some of the graph nodes are standard in the DMD computation
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while others might have subtle di�erences (i.e. theSnapshots Matrix Creation

varies for the standard DMD and the streaming DMD [45]) In this thesis, our main

contributions are towards theData Transformation phase. We describe those in

more detail. The graph nodes existent in the O�ine phase are also brie�y described

as well as the metrics used to measure the quality of the DMD approximation. The

remaining graph nodes are grouped and described on a separate section.

2.2.1 The O�ine Phase

This step regards the generation of numerical data used as input for DMD. The

Numerical Simulations step is responsible for solving the nonlinear systems and

generating the output �les containing the nodal values for the solutions and mesh

information. Di�erent �nite element libraries and output �le formats are considered

for each one of the applications described in Chapter 3.

The Numerical Simulations phase comprises the generation of data used in the

DMD algorithm as well. Our DMD library is equipped with two DMD algorithms

- the standard DMD and the streaming DMD - with di�erent computation strate-

gies. For the standard DMD, we consider a batch of output �les generated from the

simulations. This step is represented by theSnapshots Generation graph node in

the DMD work�ow. That is, nodal values as well as mesh information are stored

in HDF5 [80]. The second DMD algorithm in our library, the streaming DMD, is

employed when DMD is invoked during simulation runtime for each piece of data

generation. For this purpose, we integrate ourNumerical Simulations phase with

ParaView Catalyst [16, 81], anin situ data processing visualization developed upon

ParaView [10], to generate PNG snapshots during simulation runtime for some ap-

plications. In this situation, a prede�ned plane is considered and a color map is

plotted for the solution interpolation and a �gure �le is created to store the pixels

from the color map. Further information about this coupling can be seen on [68].

The PNG format is chosen since it requires signi�cantly less storage than standard

output �les and allows faster transfer speed for data streaming. That is, instead of

waiting for the simulations to be completely executed for data to be served to the

DMD model, data can be provided during simulation runtime. This is illustrated by

the PNG Files Generation graph node. Note that the two graph nodes regarding

data generation are independent, such that they can be invoked independently.

Details for the numerical simulations considered in this thesis can be seen on

Table 2.2, where each application is associated with the number of spatial dimensions

simulated (nsd), the usage of AMR/C schemes, the libraries used, the output �le

type and if the output �les are submitted to data compression, as well as their

location in this manuscript. We also show which section of this chapter belong to
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Application nsd Mesh Library used Output Data Section
Compression

Lock-exchange 2/3 Fixed/Adaptive FEniCS HDF5 Yes 4.1
Bubble rising 3 Adaptive libMesh HDF5 Yes 4.2
SEIRD model 2 Adaptive libMesh HDF5 No 4.3

Table 2.2: Table showing the di�erent data used to generate the results in this thesis.

the discussion of the results of each case. We consideredFEniCS[82] andlibMesh [83]

as the �nite elements libraries for this thesis.

2.2.2 Data Transformation

In this section, we explore snapshot technology. In most situations, snapshots

not always are provided ready for ingestion in the DMD model. From simulation

output �les, data usually comes compressed, split into several parallel partitions or

not adequate for �tting in the snapshots matrix due to mesh adaptivity. In this

thesis, we focus on these three problems: parallel snapshots, adaptive solutions and

compressed snapshots.

Parallel snapshots:

Numerical simulations of large problems usually demand high performance com-

puting techniques and hardware. One common strategy for dealing with complex

simulations is parallel computing. In this case, the mesh is divided into multiple

partitions where each subdivision is computed on a processor core. All partitions are

computed simultaneously and, after processing, the results are stored separately on

di�erent output �les. When post-processing parallel snapshots, for visualization or

DMD processing, the results should be assembled back to the original mesh. There

are degrees of freedom solved exclusively on an individual core, while there are de-

grees of freedom computed in multiple partitions. To avoid miscalculation of the

latter, proper handling of parallel snapshots must be taken into account. Figure 2.5

shows a �nite element mesh being split into four partitions. If we count the geomet-

rical nodes in both �gures, we note that Figure 2.5(a) contains 49 nodes obtained

from the original discretization. That is, the snapshots matrix for the �nite element

solutions computed in this mesh, considering that each node holds one degree of

freedom, should contain49 rows. By looking at Figure 2.5(b), we observe that the

total number of nodes is18 + 16 + 16 + 18 = 68, even though it is the same mesh.

This occurs because communication nodes appear in multiple partitions and are

computed more than once.

Given this issue, for parallel snapshots, proper treatment to assemble snapshots is

required, a grid search is needed to map the local degrees of freedom in the partitions
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(a) Example mesh before partitioning. (b) Example mesh after partitioning.

Figure 2.5: Mesh submitted to partitioning for parallel computations. Results are
computed in each partition and stored separately.

to the global indexation values. The algorithm that performs this manipulation is

described in Algorithm 4 for a single snapshot.

Algorithm 4 Assembling a single parallel snapshot.

INPUT: Parallel snapshot f y j
i g for all partitions j = 1; 2; : : : ; nparts at time

instant i .
OUTPUT: Assembled snapshotf y i g at instant i .
1: Load all partition data into memory 8j = 1; 2; : : : ; nparts including degrees of
freedom coordinates and mesh connectivity.
2: Store all coordinatesx = f x; y; zg into an array. The coordinates are sorted to
improve the e�ciency of the computation of item 3.
3: Check for coordinates duplicates. In case of precision issues, compute the
distance between each node and a subset of neighbor nodes of the mesh. If the
distance is lesser than the element size (or the smallest element edge size), it can
be considered as duplicated.
4: Compute the average of duplicate nodes.
5: Map the elements accordingly and position the average of the communication
nodes in the correct row.
6: Store the assembled snapshot.

From this point, the parallel snapshot is now assembled and ready to be ingested

on the DMD algorithm. It is important to guarantee that the mesh nodes are equally

numbered for all snapshots. For most cases, it is only required to apply Algorithm

4 once, given that the map obtained in step5 is valid and can be easily applied to

all snapshots.

Solution projection:

Another issue with snapshots is when simulations consider AMR/C strategies.

AMR/C methods manipulate the grid on numerical simulations such that for a given

time step a new mesh is generated. Meshes can be re�ned - that is, more geometrical

or interpolation nodes are added, enriching the description of the desired region -
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or coarsened, where the nodes are removed from the region, reducing the size of

the resulting system. However, �nite element simulations equipped with AMR/C

strategies provide solutions in di�erent function spaces, depending on the mesh used

to compute the solution on a given time step. Spatial adaptivity on transient �nite

element simulations leads to meshes with a di�erent number of nodes, numbering,

and nodal coordinates. It can also lead to di�erent mesh topologies and structures.

For that reasons, snapshots obtained by AMR/C simulations cannot be stacked in

columns to construct the snapshot matrix. Even if one considers an AMR/C strategy

that restricts the adaptive meshes to preserve the dimensionality of the snapshots,

the di�erence between the nodal coordinates of the various meshes will lead to

misleading dynamics captured by DMD. Figure 2.6 shows two di�erent situations

where data generated from the simulations would create problems for its ingestion

on DMD or any other snapshots-based SciML method. Figure 2.6(a) shows the

same system being solved in two di�erent meshes for di�erent time steps. In this

case, some nodes such asy14 do not exist on the mesh used to solve the system att i .

Also the dimensions of the vectors are di�erent, meaning that a snapshots matrix

cannot be assembled. That is, vectorsy i 2 R9 and y i +1 2 R14 would a�ect the

assembly of a snapshots matrix. Another situation is described on Figure 2.6(b),

where two meshes share the same topology but with di�erent node ordering. This

a�ects snapshots-based SciML methods as well given that for the same row we have

measurements for di�erent points in space. The snapshots matrix would be created,

but nodal value y1 would track a di�erent spatial coordinate than ~y1, a�ecting the

approximation provided by DMD.

To circumvent this issue we consider applying theL 2� projection [84] of the

numerical simulation results for di�erent meshes at each time-step into a reference

target mesh. After analyzing all adaptive snapshots, we create a reference target

mesh such that all spatial scales can be properly inherited. That is, even that all

snapshots have di�erent dimensionalities given the varying topology of the meshes, a

reference mesh is created to support all snapshots such that the �xed mesh contains

elements matching the smallest element size in the adaptive mesh to avoid coarse

approximations. Details on mesh projection formulation and strategies are seen on

Section B.3.3 in Appendix B. This tailored reference mesh is described in this work

as target reference mesh and should not be confused with the target mesh generated

during the AMR/C procedure.

We consideredGmsh[85], an open-source robust mesh generator, as our software

of choice for de�ning and creating the target meshes for this study. The output

for each time step is the snapshot with constant dimensionalityn such that all

nodes in space are correctly mapped and capturing the dynamics existent in the

system. This strategy is relatively simple since theL 2� projection consists of solving
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(a) Di�erent number of mesh nodes after AMR/C routine is invoked.

(b) Di�erent nodal numbering for the same mesh topology.

Figure 2.6: Situations where di�erent mesh topology might lead to problems when
assembling the snapshots matrix.
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a linear system where the generated matrix is a mass matrix, that, in the �nite

element context, is de�ned by a self-adjoint operator, enabling more e�cient solvers.

In terms of versatility, the L 2� projection method is �exible because a solution

obtained for a given mesh can be naturally projected onto reference target meshes

with di�erent topologies and dimensionalities. Also, since the mesh projection is

a vital part of AMR/C algorithms, �nite element algorithms frequently present

e�cient implementations of interpolation or projection techniques.

Depending on the context, this step can be done during simulation runtime. On

[86], the authors evaluated the performance of mesh projection inside the numeri-

cal simulation code and observed that the computation time required for this step

demanded5%of the total simulation code time in the worst case in the tested appli-

cations. If one has access to the simulation code, it could be interesting to project

the mesh using the resources of the O�ine phase. Also, given that most situations

involve solving a more complex problem (such as nonlinear equations), adding the

cost of solving a linear problem with an self-adjoint operator is negligible. Also,

given that the snapshots should be transformed for the sake of storing the snap-

shots before applying DMD in the work�ow, the mesh projection during simulation

runtime does not a�ect the following solutions. For this case, the mesh projection

step in the Data Transformation phase would be skipped since the data would be

already transformed during the O�ine phase.

Considering the situation where data is provided in adaptive meshes, theData

Transformation phase should be invoked to make the snapshots available for pro-

cessing in the DMD work�ow. That is, the snapshots should be transformed re-

gardless of the simulation, specially if one does not have access to the �nite element

codes used. Output �les of various formats contain information regarding the mesh

used (such as nodal coordinates and connectivities) for visualization purposes and,

by properly reading these �les, the solutions can be reconstructed under a �nite

element framework (such asFEniCS[82] or libMesh [83]) or on a code developed by

the user. However, this totally non-intrusive approach can signi�cantly increase the

computational cost due to several I/O operations that are often less e�cient when

compared to computational intensive operations - such as the mesh projection opera-

tion itself. Since the mesh constantly varies in an AMR/C �nite element simulation,

each solution obtained in the simulation has to be imported, reconstructed under

its original mesh, and projected. After the projection, the user can choose to dump

the solution in the disk or stack the snapshots on the snapshot matrix. For the �rst

case, another I/O operation would be invoked. This non-intrusive strategy is espe-

cially suitable (and restricted) to be used with DMD, which is also a non-intrusive

algorithm. For other intrusive snapshot-based methods such as Proper Orthogonal

Decomposition (POD), one needs to project �nite element matrices onto the com-
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puted basis and, therefore, requires access to the code [87]. The mesh projection

algorithm for adaptive snapshots used in this thesis is then described on Algorithm

5. Note that we use theL 2 projection procedure built-in in the FEniCSframework.

Algorithm 5 Projecting a single adaptive mesh snapshot into a �xed reference
mesh.

INPUT: Adaptive snapshotf yadapg
OUTPUT: Assembled snapshotf yg
1: Create the reference mesh usingGmshaware of the scale of the problem and
the minimum element size in the adaptive mesh.
2: Convert the generated.msh �le into the DOLFIN .xmlformat �le, readable by
the FEniCSframework.
3: Load the snapshots data into memory including mesh information such as
degrees of freedom coordinates and mesh connectivity.
4: Create theMesh() object using theFEniCSlibrary and the subsequent de�ni-
tions of �nite elements, function spaces and functions.
5: Call MeshEditor to insert global nodes and connectivity and reproduce the
AMR/C mesh of that snapshot. The solution will be completely reconstructed
with the FEniCSobjects.
6: Instantiate Mesh() object for the reference mesh and its subsequent objects.
7: Apply the L 2� projection of the adaptive solution onto the function space of
the reference target mesh.
8: Stack the resulting snapshot into the snapshot matrixY or output the projected
solutions to disk.

Data compression:

The introduction of compression into a scienti�c work�ow can bene�t storage

limitations, I/O bottlenecks, and bandwidth. The use of data compression is widely

considered to improve computational performance and model accuracy in compu-

tational science and engineering [13, 88�94], and in machine learning [95�98] appli-

cations. In numerical simulations, it is common to compress the solution data to

reduce disk pressure.

In this thesis, we consider some applications where the output �les are submitted

to data compression. We describe ZFP, the data compression strategy used in this

thesis, on Appendix D. In this step, the Python packagehdf5plugin is considered

to decompress the compressed data into snapshots. Thehdf5plugin provides HDF5

compression �lters for a wide range of compression algorithms, having ZFP included.

Di�erently from the previous sections, this is a straightforward task that requires

no additional algorithm to the code. Importing theh5py and hdf5plugin packages

su�ces to decompress data for DMD processing.
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2.2.3 Metrics Evaluation

Metrics are useful Machine Learning concepts for analyzing the performance of a

given model. In this section, we describe the metrics used in all stages of the DMD

work�ow.

Relative energy:

Despite the choice ofr for DMD demands some trial and error, some techniques

can be used to �nd a good starting point. There are two methods for choosingr

for numerical applications, described as hard threshold techniques [24]: the elbow

method and the "relative energy" [6] method. The elbow method consists on plotting

the singular values on a logarithmic scale and �nding the region where the decay

of the singular values� i is smaller in comparison with the previous values ofi ,

resembling an elbow. The "relative energy" method consists on choosingr such

that

� =
P r

i =1 � 2
iP m� 1

i =1 � 2
i

; (2.15)

� � 1 � �; (2.16)

wherem is the rank of the factorized matrix,r is the number of vector basis for trun-

cation, � i is the i th singular value in decrescent order and� is a tolerance threshold,

i.e. 10� 6. This method implies that more than100(1� � )% of the variance in the

data is retained by the approximation. For the case where DMD is used on experi-

mental (or numerical but noisy) data, more sophisticated solutions are presented in

the literature [99, 100]. It is important mention that, although the relative energy

is often presented as a form to primarily measure the approximation for DMD, this

metric is not directly related to the quality of the DMD approximation [64]. The

�rst r modes yield good approximation for theY 1 matrix but no information can

be inferred from this metric about the accuracy of the DMD modes or eigenvalues.

Relative Frobenius norm:

Given that the result of a DMD approximation is a matrix that approaches the

snapshots matrix, the Frobenius norm of the di�erence can be a good metric to

evaluate how accurate the solution is. The formula is given by

� F =
jjY � Y DMD jjF

jjY jjF
; (2.17)
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whereY is the snapshots matrix,Y DMD is a matrix containing the DMD approx-

imation solutions for the same instants sampled onY and jj � jj F represents the

Frobenius norm. In this metric, we take the ratio between the Frobenius norm of

the di�erence between ground truth and approximation and the Frobenius norm of

the ground truth. The result, when multiplied by 100, re�ects the percentage of

how accurate the approximation is.

Relative L 2 norm in time:

Another useful metric in engineering applications is theL 2 norm between two

vectors. In this thesis, we compute theL 2 norm between each snapshot and its

approximation. Di�erently from the relative Frobenius norm between two matrices

(translated into a scalar), the relative L 2 norm in time yields a temporal curve,

given that the L 2 norm is computed for each simulation instant. This allows further

analysis of the dynamics of the problem. The expression for the relativeL 2 norm in

time is

� i =
jjy i � yDMD

i jj 2

jj y jj 2
; (2.18)

wherey is a single snapshot for the solution at thei th instant, yDMD
i is the DMD

approximation solution at the i th instant and jj � jj 2 represents theL 2 norm. In this

metric, we take the ratio between theL 2 norm of the di�erence between ground

truth and approximation for a given instant and the L 2 norm of the ground truth.

The result, when multiplied by 100, re�ects the percentage of how accurate the

approximation is on that instant. When performed for the all snapshots in the

snapshots matrix, the result is a vector containing the relativeL 2 norm for all time

instants sampled in the snapshots matrix.

Structural Similarity Index:

In this thesis, we also consider image reconstruction when usingin situ visual-

ization tools for generating PNG �les and reconstructing the pixels snapshot matrix

using DMD. Although using the previous metrics on this approximation is concep-

tually accurate, more dedicated metrics can be used to retrieve a straightforward

and objective evaluation for quantitative assessment of the reconstructed images. In

this study, we compute the Structural Similarity Index (SSIM )[101�103] between

output and input images to evaluate the approximation quality properly. While

the previous metrics compare pixel values individually,SSIM acts on a window of

pixels. The SSIM of a given group of pixels ranges from� 1 (completely uncorre-

lated match) to 1 (perfect match) and is a product of the computed contributions

of luminance, contrast and structure. Considering two windows containing a group
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of pixels w1 and w2 wherew1 is located on the image snapshot andw2 is composed

by the same pixels on the reconstructed image, theSSIM is computed as,

SSIM =
(2� w1 � w2 + c1)(2� w1w2 + c2)

(� 2
w1

+ � 2
w2

+ c1)( � 2
w1

+ � 2
w2

+ c2)
(2.19)

where the subscriptsw1 and w2 are respective to two windows of a common size of

pixels, � , and � 2 are, respectively, the average and variance of eitherw1 and w2,

being � w1w2 the covariance ofw1 and w2. In this study, we have used theSSIM

implementation from scikit-image [104].

2.2.4 The remaining graph nodes

Data Ingestion

This is the �rst node of the PADMe library, used to read the snapshots from

the simulation output �les. Considering that all of our applications export data in

HDF5 �les, we use theh5py2 library for extracting data from output �les in Python.

Snapshots Matrix Creation

This step is responsible for assembling the snapshots matrix. That is, after data

transformation, the snapshots are stacked vertically on a matrix. Depending on the

DMD algorithm chosen - the standard DMD or the streaming DMD -, this step can

be invoked or not. For the standard DMD, the snapshots matrix acts as a batch of

data to be processed at once, while on the streaming DMD, the basis gets computed

as the snapshots arrive.

Snapshots Embedding De�nition

Although di�erent strategies such as the extended DMD [53], the kernel DMD

[55] and LANDO [43] can be used, we used the standard snapshots embedding

procedure, where the state vectors are the snapshots themselves.

Matrix Factorization

Although there are more modern strategies for matrix factorization, in this thesis,

we opt for SVD-like decompositions to construct the DMD basis. We focus on the

rSVD for the standard DMD algorithm and on the iSVD for the streaming DMD.

Both algorithms have been already described in the previous sections.

2https://www.h5py.org/
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DMD Basis Construction

In this thesis, we use the basis truncation before computing the DMD basis.

That is, after the SVD decomposition, we select the �rstr modes to compute the

DMD basis. The procedure to compute the DMD modes is described in Algorithm

1 and is valid for both standard DMD and streaming DMD.

State Vector Approximation

Although DMD has several applications ranging from modal analysis to param-

eter extrapolation, in this thesis we focus on reconstructing the original dynamics

using the DMD modes. For the SEIRD model, we test the DMD capabilities on

short-time future estimates.
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Chapter 3

Applications

In this chapter we present the numerical simulations that generate the data used

to fuel the DMD algorithm. We present various complex numerical simulations that

are of interest to both industry and society. First we start with two di�erent �uid

dynamics simulations: the gravity currents and the bubble rising problem. Grav-

ity currents are complex �ows generated by the di�erent densities of �uids and are

important in aircraft safety, atmospheric pollution, entomology and pest control,

dense-gas technology and the oil industry [105] while the rising of a bubble within

a quiescent liquid constitutes one of the most important and canonical problems of

multiphase �ows [106]. We model the gravity current problem using di�erent strate-

gies and libraries. We also describe the modeling process for a continuous SEIRD

model, an epidemiological application that measures the spread for the COVID-19

disease on a given area. The following sections describe in more detail each of the

numerical models and the simulation parameters.

3.1 Gravity currents

Gravity currents are formed when a heavier �uid moves horizontally into a lighter

one, and are frequently observed in both natural and engineered systems [107, 108].

In many cases, the density di�erence between �uids is small, allowing for the use

of the Boussinesq approximation, which is applicable in situations such as freshwa-

ter rivers entering saltwater oceans or atmospheric �ows involving warm and cold

air. However, in circumstances where the density di�erences are signi�cant, such

as industrial gas leaks, tunnel �res, powder snow avalanches, turbidity currents,

and pyroclastic �ows, the full variable density equations must be employed [109].

Developing simpli�ed models for predicting these �ows is desirable but requires es-

tablishing the validity of assumptions regarding the �ow nature. High-resolution

numerical simulations can provide valuable insights, including access to quantities

that are di�cult to measure experimentally, such as the spatially and temporally
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resolved dissipation �eld. The most commonly used geometry for studying gravity

currents is the lock-exchange con�guration [110]. The lock-exchange layout consists

on having a rectangular container divided into two compartments by a membrane.

The left chamber is �lled with a heavy �uid A, while the right one contains lighter

�uid B. Upon release of membrane, a dense front moves rightwards along the lower

boundary, while the light front propagates leftward along the upper boundary [107].

Gravity currents can be generated by di�erences in �uid density or di�erential

particle loading. In this thesis, we consider two models where part of the �uid

domain is �lled with sediments while the remaining is pure �uid. The �rst model

is a 2D lock-exchange with simple assumptions regarding boundary conditions and

no settling while the second model is a 3D lock-exchange equipped with out�ow

boundary conditions [107] and sedimentation. In both cases, we consider that the

Boussinesq hypothesis is valid, that is, the ratio between �uid densities is close to

1:0. The non-dimensional governing equations in this case are the conservation of

mass, momentum and sediment transport

r � u = 0; (3.1)

@u
@t

+ u � r u + r p �
1

p
Gr

� u � ceg = 0; (3.2)

@c
@t

+ ( u + useg) � r c �
1

Sc
p

Gr
� c = 0: (3.3)

whereu is the �uid velocity, p is the pressure,c is the sediment concentration �eld

and eg is gravity direction eg = (0 ; � 1). Quantity c is normalized to map the

interaction between �uids and equals toc = 1:0 for the part of the domain where

the �uid is mixed with sediments and c = 0:0 for the remainder of the domain

where �uid does not contain sediments. Also, dimensionless numbers suchGr is the

Grashof number, that expresses the ratio between buoyancy and viscous e�ects, and

Sc is the Schmidt number, that expresses the ratio between di�usion and viscous

e�ects, should be given.

3.1.1 2D Lock-Exchange

For the �rst model we consider a 2D tank, that is, a rectangular domain with

length L = 18, height H = 2. The boundary conditions for this case areu = g on

� in and (� pI + 1p
Gr

r u) � n = h on � h in which g is a prescribed velocity value on� g

and h is the interaction traction force on� h. For the transport equation, boundary

conditions modeling the transport of particles are the Dirichlet boundary condition

c = cin on � c, which describes the quantity of sediment entering in the �ow domain,

no-�ux boundary condition (usgc � 1
Sc

p
Gr

r c) � n = 0 on � h with � = � in [ � h and
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� in \ � h = 0. This means that the conditions are no-slip for the momentum equation

and no-�ux for the transport equation. Also, no injection of �uids or sediments are

considered, leading tog = 0 and cin = 0. As for initial conditions, we consider a

divergence-free initial condition for the velocity �eld. For the transport equation,

the initial conditions are such that the heavy �uid (c = 1) is represented as a column

with dimensionsH � S = 1 � 2 area units located at the left border of the tank and

the light �uid ( c = 0) �lls the rest of the domain. Figure 3.1 illustrates the domain

and the initial conditions. For this problem, we consider a turbulent �ow such that

Gr = 5 � 106 and Sc= 1:0.

Figure 3.1: Scheme illustrating the initial conditions and boundary dimensions for
the density-driven gravity �ow example.

To solve the governing equations, we implement the RBVMS formulation [111�

114] for Equations (3.1 - 3.3) using theFEniCS2019.1 [82] framework. The backward-

Euler time integration scheme is considered for its unconditional stability. The prob-

lem is solved using a monolithic fully coupled formulation for pressure, concentration

and velocity and the nonlinear system returns the solution foru; p and c. The New-

ton solver is considered for the nonlinear system with relative tolerance of10� 7 and

a relaxation parameter of0:9. The linear solver is the GMRES solver with a relative

tolerance of10� 5 equipped with the ILU(0) factorization preconditioner.

For this problem, we consider AMR/C strategies to re�ne the mesh on regions

of interest, increasing the accuracy of the solution in this part of the domain, while

coarsening the mesh on regions with less dynamics, reducing the dimensionality of

the nonlinear system evaluated by the solver. AMR/C in this problem is advisable

since the dynamics are predominant on the interface between the �uids. Most of

the domain is not a�ected in the early stages of the simulation, and the use of �ne

meshes outside these regions may represent unnecessary computational e�ort. For

comparison, we run the simulation considering a �xed mesh and an adaptive mesh.

For the �xed mesh approach, the spatial mesh is discretized into700� 100cells, where

each cell is divided into two linear triangles. For the adaptive mesh simulation, we

focus on employing an interface-tracking adaptive mesh error indicator that �ags and

re�nes the mesh where the two �uids interact for the adaptive mesh simulation. The

error indicator for the mesh re�nement isjr cj being larger than a given tolerance.

For this purpose, a coarse mesh containing175� 25cells is considered, the interfaces
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are re�ned considering two levels of re�nement, and the mesh re�nement is invoked

at every time step. More details on the numerical formulation of the problem and

AMR/C strategies are provided on Appendix B. Time is discretized into3000time

steps of size� t = 0:01. For this problem, we consider that an output �le is written

for every computed solution. That is, the output writing interval � tO = � t leads to

3001snapshots considering the initial conditions att = 0. Details of the formulation

of the problem can be found in [115]. For this case, the simulation code as well as

the resulting data were created and provided by the author.

Figure 3.2 shows the solution and the mesh fort = 10 time units. Notice that the

interface between two �uids contains more nodes and elements while other regions

- with less dynamics - are less re�ned. Not only visually, we can assess the impact

of applying AMR/C strategies on density-driven currents on Figure 3.3, where the

number of nodes in the mesh during the simulation time for the adaptive mesh is

compared with the �xed 701� 101nodes mesh. We observe that the number of nodes

in the adaptive simulation is smaller than the �xed mesh for all the simulation time.

(a) Adaptive solution (b) Adaptive mesh

(c) Fixed mesh solution

Figure 3.2: Results and mesh for the �rst 8 length units of the domain att = 10
time units.

In lock-exchange con�gurations, it is desirable to track the position of the front

of the current. Also, for this problem with the speci�ed boundary conditions, the

quantity of sediments in the domain is �xed during the simulation, leading to a mass
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Figure 3.3: Number of mesh nodes in time for the adaptive solution and the proposed
reference mesh for the density-driven gravity current example.

conservation of the sediments. Figure 3.4 shows the front position and total mass of

the system in time for both �xed and adaptive meshes simulation. Front position is

computed by tracking the maximumx coordinate for the concentration �eld where

c � 0:05 while the sediments mass for the system is computed such that

M i =
Z



ci d
 ; (3.4)

for i = 0; 1; : : : ; m.

3.1.2 3D Lock-Exchange

We also consider a more complex simulation regarding the lock-exchange con�g-

uration in this thesis. In this case, the solution for Equations (3.1 - 3.3) is approxi-

mated on a 3D domain. Also, the boundary conditions are di�erent for this model.

We consider a convective �ux condition@c
@t � usr c � n = 0 on the bottom boundary

� b responsible for removing deposited sediments located on the bottom of the do-

main. Now the boundaries are� such that � = � in [ � h [ � b and � in \ � h \ � b = 0.

For the initial conditions, the same premises from the 2D lock-exchange simulation

are preserved. Figure 3.5 shows the initial condition for the 3D domain. In this

case, the domain is a tank of dimensionsH = 2, W = 0:1 and L = 20. Again, no

injection of �uids or sediments are considered. For the sediments �lled �uid column,

we considerS = 0:75.

For this problem, the RBVMS formulation is also considered for Equations (3.1 -

3.3) and the simulations are created using thelibMesh [83] library. The backward-

Euler time integration scheme is considered for its unconditional stability. The

problem is solved using a staggered formulation for pressure, concentration and

velocity. The nonlinear system is linearized using the Inexact Newton method with
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(a) Front position

(b) Mass conservation

Figure 3.4: Front position and mass conservation for the �xed mesh and adaptive
mesh simulations.

Figure 3.5: Scheme illustrating the initial conditions for the 3D density-driven grav-
ity �ow example.

a tolerance of10� 3. After linearization, the equations are solved in 16 cores using

Block-Jacobi + GMRES(35) with local ILU(0) preconditioning. GMRES tolerance

is 10� 6. The time step size is0:001, and the simulation runs until reaching the

maximum time of 20 time units. Figure 3.6 shows the solution for the concentration
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�eld for t = 10 time units. This simulation was conducted by the remainder authors

of [68], which kindly provided the data for experimentation in this thesis.

Figure 3.6: Results for the �rst 8 length units of the domain att = 10 time units.

The output of the simulation is written in compressed HDF5 raw data �les that

are written with an output interval of � tO = 0:01 = 10� t, leading to2001snapshots.

That is, we generate one snapshot at every10 computed solutions. Mesh data is

stored in a single HDF5 �le. Each output �le stores the variablesu, v, w, and p from

Navier-Stokes equations, the variablec, and the deposition,d, that is, the integral

over time of the deposition rate,r = uscb, where cb is the sediment concentration

at the lower boundary. In this thesis, we aim on applying DMD to four datasets

containing the identical solutions obtained for this simulation. The di�erence lies

on the compression strategy for the solution data to the output �les.

For this contribution, the numerical simulation generates four datasets detailed

in Table 3.1. The �rst dataset (hereinafter described as Case A) contains the snap-

shots in their original con�guration, that is, the nodal values for the �nite element

simulations without any data transformation for each time instant. The second case

(Case B) contains the snapshots submitted to lossless compression, that is, when

data can be compressed and decompressed without any loss of information. Cases

C and D comprise the situations where data is compressed and a portion of the

information is lost. The di�erence between cases C and D are mostly related to how

aggressive is the compression (and, consequently, the loss of information). Case C

preserves data on a precision of10� 6 for the �oating point numbers while Case D

preserves the information up to10� 3. The proposed simulations share the same pa-

rameters such as mesh, time step and physical properties and were evaluated under

the libMesh library with the coupling of the ZFP algorithm for data compression

[68]. Details on the data compression technique used in this thesis can be seen in

Appendix D.

Table 3.2 shows the storage requirements for a single snapshot of each physical
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Table 3.1: Di�erent cases for data compression
Cases Compression Strategy Parameters

A No compression -
B Lossless compression -
C Lossy compression 10� 6 accuracy
D Lossy compression 10� 3 accuracy

quantity solved on the nonlinear equation as well as the compression rate (CR)

for each case. The compression rate is computed as the ratio between the storage

required for the raw data and the compressed data. The table shows that lossless

compression yields lower CR when compared to lossy schemes. We can de�ne the

desired accuracy threshold for �oating point numbers for lossy compression, and

higher ratios are observed for larger thresholds. We notice that for a threshold of

10� 6, the storage required for sediment concentration (c) is 14 times smaller than the

original data size, while for a threshold of10� 3, the compressed output is up to 30

times smaller than the original data. Moreover, the highest compression ratios seen

in both lossless and lossy schemes are on variables where the number of non-zeros

is low. We also observe that the CR might reach two orders of magnitude on sparse

data such asc and d. That is, in other words, we can store up to116 compressed

d snapshots in exchange of one single rawd snapshot. In this study, we analyze if

this phenomenon a�ects the performance of DMD approximations for the same data

with di�erent levels of compression.

Another important metric regarding mesh compression is the Peak Signal-to-

Noise Ratio (PSNR). PSNR is one of the the most critical indicators used to assess

the distortion of reconstructed data versus original data in lossy compression [116,

117]. Figure 3.7 shows the PSNR for the original scalar sediment concentration

data, c, in lossy compression. The �nal PSNR value is calculated as the mean

PSNR values obtained in eachnp parallel partition through the following formula:

PSNR =
1

np

npX

p=1

20log10(maxc � min c)p � 10log10(MSEp) (3.5)

where MSE = 1
m

P m
i =1 (ci � �ci )2, c is the original concentration data and�� is the

reconstructed data. The higher PSNR values indicate better reconstruction data

quality. In image processing, PSNR values in lossy images and video compression

are in the range of 30-50 dB, while for 16-bit data, PSNR typically varies between 60

and 80 dB [118]. Three-dimensional scienti�c data in [119] also presents PSNR values

around 60 dB. As expected, the comparison presented in Figure 3.7 indicates better

PSNR values for lossless compression, PSNR intermediate values for �xed-accuracy

mode with tolerance10� 6 and smaller values for �xed-accuracy with tolerance10� 3.
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However, note that for a �xed accuracy of10� 3, several outputs are within the limit

of what is considered acceptable according to the PSNR metric.

Figure 3.7: PSNR for lossless and lossy compression for all sediment concentration
output �les.

For this problem, we also consider generating image �les during simulation run-

time for DMD approximation. The motivation for using image �les instead of the

usual HDF5 �les is the signi�cant data reduction associated with this technique.

For instance, considering a midplane image for the lock-exchange simulation, the

PNG �le for the concentration �eld has 499� 51 pixels, yielding 153 MBytes needed

to store all image �les generated during the simulation. Compared with the values

seen in Table 3.2 for storing the HDF5 �les, the PNG �les represent a more e�cient

approach. This strategy allows fast data transfer for quick updates on the streaming

DMD algorithm. Figure 3.8 shows a PNG image generated during simulation run-

time via Paraview Catalyst for the instant t = 12. For this problem, both datasets

are being applied to DMD: the compressed HDF5 �les that will eventually become

a batch of snapshots for the standard DMD algorithm and the PNG image �les that

will be added to the dataset one at a time for the streaming DMD algorithm.

Figure 3.8: In situ visualization of the sediment concentration pro�le at the midplane
image �le at t = 12.

Similar to the 2D case, we analyze the front position and the total sediment

mass in time of the problem. In this case, there is no mass conservation for the

sediments given that during the evolution of the current the deposited sediments
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are being removed from the domain through the bottom boundary (given the con-

sidered boundary conditions). Figure 3.9 shows the front position and total mass of

sediments in time for this problem. We consider Paraview to extract the maximum

x coordinate of the �eld containing c � 0:05 to compute the front position and

Equation 3.4 to compute the sediments mass for each instantt i .

(a) Front position.

(b) Mass of sediments over time.

Figure 3.9: Front position and mass of sediments for the 3D lock-exchange simula-
tion.

3.2 Bubble rising

Another interesting multi-�uid system of interest in science and the industry

is the bubble rising problem. A fundamental understanding of the bubble rising
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physics is crucial in several practical applications, ranging from the rise of steam

bubble in boiler tubes to gas bubbles in oil wells [120]. In this problem, one �uid

- �uid A - is con�ned on a speci�c domain and one sphere (or circle) containing

the other �uid - �uid B - is initialized on the bottom part of the domain. Fluid B

should be a less dense �uid than �uid A, so that the bubble rises towards the top

of the domain. In this case, the di�erence between densities should generate the

driven force for �uid motion. To model this problem we couple the Navier-Stokes

equations with an interface capturing method called convected level-set [121�123].

The convected level-set is a method used to represent the interface between two-

phases and, by a convection equation, to move the interface as the �ow evolves.

A force that has an important role in bubble problems is the surface tensionFst ,

which is applied using the Continuum Surface Force Model (CSF) [124]. We write

the governing equations in their dimensional form as,

r � u = 0;

�
@u
@t

+ � u� r u + r p � � r 2u � � g � Fst = 0;

@�
@t

+ ( u + � U ) � r � � � sgn(� )S = 0;

(3.6)

where � is the density, � is the dynamic viscosity,g is the acceleration of gravity

vector, � is the level-set function and� is a penalty constant. The penalty constant

� sets the contribution of the re-initialization equation in the convection equation

and should be chosen such that a small value for� may not be enough to correct the

iso-surfaces and to recover the signed distance properties adequately, while a large

one may change the interface shape [123]. The quantityU is suchU = sgn(� )
r �

jjr � jj
where

sgn(� ) =

8
>>><

>>>:

1 if � > 0

0 if � = 0

� 1 if � < 0

(3.7)

and S a function related to the level-set signed distance function. In this case, we

consider the function proposed in [123] which is

S =

�
�
�
�

�
�
�
�r

�
1

1 + exp(� �=E )

� �
�
�
�

�
�
�
� =

1
4E

�
� 2

E
; (3.8)

where E de�nes the thickness where the transition between phases is de�ned. For

practical purposes,E is de�ned as a function of the interface element sizehe such

that E = 2he.

To approximate the governing equations, we use a �nite element RBVMS for-
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mulation [111�114]. For the temporal integration, we apply the Backward-Euler

method to the Navier-Stokes equations, while for the convected level-set, we use the

BDF2 method. The whole model is implemented inlibMesh . AMR/C is considered

for this problem and the strategy considered is the built-in approach oflibMesh .

Similar to the 2D lock-exchange simulation, the use of AMR/C strategies requires

snapshot pre-processing to enable the construction of the snapshots matrix. For

this purpose, we project the snapshots during simulation runtime into a structured

mesh containing equal size elements that match the smallest element obtained in the

adaptive mesh. For comparison and visualization reasons, we output both adaptive

and projected �elds into the HDF5 �les. Further details of the AMR/C strategy

used in this problem can be seen on Appendix B. The initial con�guration is illus-

trated on Figure 3.10 and it consists of a spherical gas bubble of radiusR = 0:25 m

centered atx = (0 :5; 0:5; 0:5) m in a [1 � 1 � 2] m domain �lled with liquid.

Figure 3.10: Initial con�guration and dimensions for the bubble rising problem.

The no-slip boundary condition is applied to all boundaries. Regarding the

simulation parameters, the problem is solved for 241 time steps (including the initial

condition) for a time step size of� t = 0:0125s, yielding3 s of total time simulated.

The output writing interval is � tO = � t, leading to 241 snapshots. The liquid

density and viscosity are� = 1000 kg/m 3 and � = 10 kg/(m �s) while the gas density

and viscosity are� = 100 kg/m 3. The surface tension is24:5 N/m and gravity

is g = (0 ; � 9:81) m/s2. For the solver, a staggered approach is considered and the

nonlinear system is solved foru, p and � . The PETSc library solves the linear system

of equations coming from the linearization of the Navier-Stokes equations invoked
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by libMesh , applying the GMRES with Block-Jacobi preconditioner together with

ILU(0) within each block. The problem is parallelized into 8 cores. Results are seen

on Figure 3.11. This simulation was conducted by the authors of [123], which kindly

provided the data for usage in this thesis.

Figure 3.11: Adaptive mesh and solution containing bubble shape and velocity �eld
at t = 2:5s.

For this problem we also considered data compression. The same compression

strategies used for the 3D lock-exchange problem (seen on Table 3.1) are applied

for the bubble rising problem. We also evaluate the output �les in terms of size

and compression rates in Table 3.3. For this speci�c problem, we compress both the

level set �eld on the adapted mesh and the level set �eld on the projected mesh.

The projected mesh contains more nodes and elements, and given that it is the same

mesh for all snapshots, it enables the use of DMD in this case. All the other �elds

are stored in their original, adapted meshes. Compared with Table 3.2, we notice

lower compression rates in the bubble case. There are reasons for these lower rates.

First, the use of AMR/C strategies leads to nodal numbering issues that directly

a�ect data compression. New nodes are added or removed when the mesh is re�ned

or coarsened. Then, the values associated with the nodes added or removed may

not favor compression, in the sense that the array holding the nodal values may

not have smooth values even in the region where the solution is smooth due to

51



the node numbering. The second reason is the sharpness of the gradients for the

solution. Compared with the lock-exchange simulation's concentration �eld, the thin

interface between the two immiscible �uids leads to less e�cient data compression.

Considering that the level-set (� ) �eld is ideal for tracking the dynamics on DMD,

we observe, for the lossy compression with the threshold of10� 6, a compression rate

of 2:8 times while for the threshold of10� 3, the compression rate approaches5 times.

Figure 3.12 shows the PSNR for all level-set output �les. Although the di�erences

between lossless and lossy compression rates are smaller when compared to the

gravity current problem, the PSNR values of all compression methods are within

the range of values between 60 and 90 dB. As noticed in the previous problem,

PSNR intermediate values for �xed-accuracy mode with tolerance10� 3 are within

the limit of what is considered acceptable.

Figure 3.12: PSNR for lossless and lossy compression for the level-set function output
�les.

Similar to the 3D lock-exchange problem, we also consider generating image �les

during simulation runtime for DMD approximation for the bubble rising problem.

Here we consider the� �eld on the vertical mid plane. The PNG �les contain

148� 296pixels, leading to a total of3 MBytes required for storage compared with

the larger storage needed for storing the HDF5 �les as seen in Table 3.3. Figure

3.13 shows the PNG �les for the bubble rising problem at di�erent stages of the

simulation.

3.3 SEIRD model for COVID-19

The study of infectious disease spreading is a well-established �eld and has given

rise to the area of science calledmathematical epidemiology[125]. Mathematical
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Figure 3.13: In situ visualization image �le of the bubble shape. From top left to
bottom right, t = f 0:000; 0:625; 1:250; 1:875; 2:500; 3:000gs.

epidemiology proposes models that help the understanding of epidemics and to out-

line policies to control infectious diseases. In Brazil, studies of this type have been

carried out for years for diseases such as Dengue [126] and Zika [127], and, in a

global context, diseases such as HIV [128], SARS [129], Malaria [130], Ebola [131],

among others. The COVID-19 pandemic brought the need for more research in this

area. Several models for this pandemic outbreak have been presented in [132�137].

Disease transmission may be modeled ascompartmental models, in which the

population under study is divided into compartments and has assumptions about

the nature and time rate of transfer from one compartment to another [138].

In this thesis, we focus on applying DMD on the data generated on the study of

[139] and the model created in [133]. In this study, the authors used a partial di�er-

ential equation (PDE) model to capture the continuous spatio-temporal dynamics

of COVID-19. That is, by using PDE models, the authors are able to incorporate

spatial information more naturally and allow for capture the dynamics across sev-

eral scales of interest. The compartmental strategy is the SEIRD model, where the

population on a given region can be divided into:
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ˆ Susceptible: individuals that can contract the SARS-COV-2 virus;

ˆ Exposed: individuals that contracted the SARS-COV-2 virus;

ˆ Infected: individuals that were exposed to the virus and presented symptoms;

ˆ Recovered: individuals that recovered from the infection or never presented

any symptoms after being exposed to the virus;

ˆ Deceased: individuals that had complications after the COVID-19 infection

and deceased;

This division and the possible transition between compartments can be seen on

Figure 3.14. Some hypothesis for the model follow:

ˆ No mortality beyond the COVID-19 disease is considered;

ˆ No births are considered (the total susceptible compartment is monotonically

decreasing);

ˆ Individuals on the exposed compartment may reveal symptoms and switch

to the infected compartment (symptomatic cases) or never develop symptoms

and move directly to the recovered compartment (asymptomatic cases);

ˆ Individuals on the exposed and infected compartments are able to spread the

disease;

ˆ Exposure and the development of symptoms are separated by a latent period

of time;

ˆ New cases of exposed people might appear randomly in the system (represent-

ing, for instance, people who return from a travel carrying the SARS-COV-2

virus);

ˆ The probability of contagion is directly related to the population size (Allee

e�ect [133]);

ˆ Population dynamics is proportional to population size; i.e., more movement

occurs within heavily populated regions;

ˆ No di�usion parameter is considered for the deceased compartment;

Each one of these compartments represent a physical quantity (respectively,s, e, i ,

r and d) that will be inserted on a system of coupled reaction-di�usion equations.

The resulting PDE system is:
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wherenpop = npop(x) is the total population of the domain - or the sum of all com-

partments. Quantity A characterizes the Allee e�ect (persons) andf is a source �eld

that depends on space and time (persons). The quantities� i and � e is the transmis-

sion rate (persons� 1days� 1) between compartments,� r represents the latent rate

(days� 1), 
 e and 
 i describe the recovery rate and� is the death rate (days� 1).

Parameters� and 
 are follow by subscriptsi , that indicates the transmission rate

between symptomatic and susceptible, ande, that points the transmission rate be-

tween asymptomatic and susceptible. Parameters� s, � e, � i and � r map the di�usion

parameters for each compartment (km2persons� 1days� 1). The parameters values

are chosen to simulate the COVID-19 scenario as accurate as possible. For instance,

parameters� vary depending on the lockdown measures imposed on February and

March of 2020. For the exact parameters values used in the simulation, we refer to

the original paper [140]. Another quantity that is usually of interest but is obtained

by post-processing the solution from the SEIRD model is the cumulative infected

compartment c(x; tk) =
P k

j =0 i (x; t j ). Due to abuse of notation, the cumulative

infected compartmentc should not be confused with the sediment concentrationc

described in Sections 4.1.1 and 4.1.3. The same thing is applied to the recovered

compartment r , that should not be confused with scalarr that indicates the number

of basis vectors used for truncation in the DMD algorithm.

The numerical simulations were conducted using thelibMesh library. Equations

(3.9 - 3.13) are spatially discretized in space using a Galerkin �nite element varia-

tional formulation. The resulting systems of equations are sti�, leading us to employ

implicit methods for time integration. We apply the Backward Di�erentiation For-

mula (BDF2), which o�ers second-order accuracy while remaining unconditionally

stable. The physical domain is the Lombardy region in Italy, one of the western
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Figure 3.14: Flowchart illustrating the possible transitions between compartments
on the considered SEIRD model

epicenters of the COVID-19 outbreak, that was kindly provided by the authors of

[132]. An unstructured mesh is considered due to the complex geometry imposed by

the domain. The mesh is generated usingGmshand is uniformly re�ned as the sim-

ulation starts. In this example, again, an adaptive mesh re�nement and coarsening

(AMR/C) strategy is used to re�ne the spatial domain in regions of interest while

coarsening the areas where dynamics are less important. After re�ning the whole

mesh in one level, the mesh presents a minimum spatial resolution of approximately

1 kilometer. This procedure allows the solver to coarsen the regions where no sig-

ni�cant dynamics are observed while preserving the scales of the regions of interest.

For the sake of comparison, a �xed mesh presenting13158nodes and25340equal

size elements is considered as well. Both adaptive mesh and �xed meshes have the

same minimum element size, meaning that the adaptive mesh smallest elements are

of the size of the �xed mesh element size. More details on the implementation and

AMR/C strategies can be seen on Appendix B. The simulation considers a time step

size of� t = 0:25 days for the numerical integration with an output writing interval

� tO = � t = 0:25 days for the observations - that is, all computed solutions are out-

putted by the model. The total number of days simulated is60, leading to a total of

241 snapshots considering the initial conditions. The �le format for the simulation

output is HDF5 [80]. Figure 3.15 shows the physical domain of the problem and the

initial conditions for the susceptible and the exposed compartments. The remaining

compartments are initialized with zero values and their dynamics are consequently

dictated by the �rst two compartments. Figure 3.16 show the susceptibles com-

partment at t = 46 days for the simulation with a �xed unstructured mesh and the

adaptive mesh, yielding similar solutions.

In this problem we consider that the population states transition exclusively

through the compartments and some hypothesis for the model is that no nativity is
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Figure 3.15: Initial conditions for the s and e compartments of the SEIRD model
numerical simulations. Compartmentsi , r and d are initialized with zeros. Spatial
domain is the Lombardy region, in Italy.

considered in this period and no other form of demise is considered except for the

population in the d compartment. This leads to a conservation of population among

the compartments. That is

dnpop

dt
=

d
dt

Z



(s + e+ i + r + d)d
 = 0 : (3.14)

Figure 3.17 shows the normalized population number during the simulation for

the �xed and the adaptive meshes. The population conservation calculation is done

by computing
R


 (s + e+ i + r + d)d
 for all time instants and dividing the values

by the quantity computed for instant t = 0.
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(a) Fixed mesh solution

(b) Adaptive solution

Figure 3.16: Solution for the susceptible compartment att = 46 days obtained using
an adaptive mesh and its respective projection onto a �xed reference mesh.

Figure 3.17: Population conservation for both adaptive and �xed mesh results.
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Chapter 4

Numerical Results

In this chapter we apply DMD - through the lenses of the work�ow presented on

Figure 2.4 - to the numerical applications presented on Chapter 3. For each case,

data is generated on a speci�c format and DMD is considered for a particular reason.

In this chapter, we start by discussing the usage of DMD to reconstruct the dynam-

ics of a 2D gravity current. DMD is used to analyze the dynamic modes and the

quality of the reconstructions. We also analyze the application of AMR/C strategies

on the 2D lock-exchange application. In this case, theData Transformation phase

requires projecting the solution into a tailored reference mesh such that all snap-

shots now belong to the same vector space, enabling the use of DMD to compute

the approximation. We then extend the problem to the case where the simulation

is now performed in three spatial dimensions and the data generated is compressed

and parallel. For this purpose, theData Transformation phase is responsible to

decompress and assemble all snapshots, enabling their use in the DMD code. We

also consider the case where data is generated during simulation runtime, that is,

snapshots are not obtained by the usual means of the simulation output �les but

rather through the usage of anin situ visualization tool that generates image �les

of the state vector on-the-�y. For both cases, we evaluate the reconstructions of the

solutions based on the data received. Next, we apply DMD to another �uid dynam-

ics problem, the 3D bubble rising, also using compressed and parallel snapshots and

also invoking thein situ visualization tool. In this case, we also need to deal with

snapshots with varying dimensionalities given the AMR/C strategy considered to

adjust the mesh topology as the bubble rises. That said, theData Transformation

phase needs to deal with all possible snapshots pre-processing techniques presented

in this thesis for this example. For this problem, DMD is again invoked to recon-

struct the dynamics of the problem depending on the data obtained. Finally, we

extend the usage of DMD to a epidemiological model used to model the spread of

COVID-19 in the Lombardy region, in Italy. In this case, data is generated with-

out data compression and using serial simulations, even though the simulation is
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equipped with an AMR/C strategy and requires snapshot pre-processing. After the

Data Transformation phase, DMD is then considered for short-time future predic-

tions to infer the spread of COVID-19 for14 days for all compartments.

4.1 Gravity currents

In this section, we apply DMD to snapshots generated from the gravity current

simulations described on Section 3.1. This section is divided into two sections:

DMD applied to data obtained from a 2D lock-exchange problem and the DMD

approximation of a 3D lock-exchange simulation.

4.1.1 Fixed mesh 2D lock-exchange

In this section we explore the results obtained on the DMD approximation from

the 2D lock-exchange simulation data. This model require no additional data trans-

formation and the pipeline for DMD approximation is the simpler possible. This

example is ideal for exploring the DMD model and compare methodologies. For this

example, we only consider the snapshots ofc for our calculation. From the DMD

work�ow on Figure 2.4, we approach the problem using the tools described as:

ˆ Data Generation: Simulation is processed usingFEniCS2019.1.0 and data is

generated in theFEniCSHDF5 format.

ˆ Data Transformation: None required.

ˆ Data Ingestion: Python h5py library.

ˆ Snapshots Matrix Creation: c snapshots.

ˆ Snapshot Embedding De�nition: state vectors.

ˆ Matrix Factorization: SVD and rSVD algorithms.

ˆ DMD Basis Construction: r = f 50; 100; 150; 200; 250g.

ˆ State Vector Approximation: Signal reconstruction.

ˆ Metrics Evaluation: Relative energy, relative Frobenius error, relative error in

time.

First, data is ingested and the snapshots matrix is created. Then, matrixY 1 is

factorized into singular values and vectors. To illustrate the singular values decay

and to compute relative energy� (described in Equation 2.15), we use NumPy's
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standard SVD algorithm [141]. The function invokes the high-performance LA-

PACK routine _gesdd [142], which computes all singular values fromY 1. Figure

4.1 shows the monotonically decreasing singular values fromY 1. We observe that

as r increases,� approaches1:0, indicating that the approximation of ~Y 1 becomes

closer to the originalY 1 matrix.

Figure 4.1: Singular values for theY 1 matrix containing the 2D lock-exchange
snapshots and the values for� for eachr = f 50; 100; 150; 200; 250g. Singular values
were limited to a maximum ofr = 400 for proper visualization.

By factorizing the Y 1 matrix for this problem, information about the spatial

modes can be extracted and analyzed. For instance, Figure 4.2 shows some im-

portant features from the lock-exchange dynamics. The �rst �gure is a snapshot at

t = 25 time units, showing the gravity current nose already developed and advancing

through the domain. The second �gure is the temporal mean of mesh node values

during the simulation. The next four �gures represent the most energetic spatial

modes, where the dominant structures of the �ow can be observed. We can notice

at the left part of the domain the in�uence of the initial conditions on both mean

�eld and spatial modes �gures.

We now illustrate the comparison between the use of a standard SVD routine

and a rSVD routine on the DMD algorithm in Figure 4.3. We compare NumPy's

standard SVD algorithm with our implementation of the rSVD procedure using

NumPy for the algebraic computations (such as QR factorization, for instance).

Results are presented in terms of accuracy and e�ciency for �ve di�erent values

of r . For the accuracy, we compare the Frobenius norm relative error between the

snapshots matrix and the obtained reconstruction of the matrix~Y 1 = U r � r V t
r ,

that is, for this comparison, � F is computed according to Equation 2.17 but the

error is computed forY 1 and ~Y 1 instead. We observe that, for both algorithms, the
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Figure 4.2: A snapshot, the mean �eld and the �rst four spatial modes for the 2D
lock-exchange problem.

Figure 4.3: Comparison of the Frobenius norm relative error and computational time
for di�erent values of r of the DMD code using the SVD and the rSVD algorithms.

relative error decreases when the truncation rankr increases. The results for both

procedures are similar. As for the e�ciency, we measure the time required for both

cases and for the di�erent values ofr . We observe that the results for the rSVD are

faster for all the tested cases and it can also be noted that the rSVD presents similar

accuracy when compared to the SVD algorithm for all values ofr . That said, the

rSVD is a more e�cient approach with little to no cost to accuracy of the matrix
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reconstruction.

With the singular values and vectors obtained, the DMD approximation can

be computed. Figure 4.4 shows the relative error in time between the original

snapshots and the reconstruction of the same state vector using DMD. The results

are also con�rmed in Table 4.1, where the relative error between the reconstructed

and original snapshot matrices is shown for each case as well as the "speedup"1

for each case. The speedup here is the ratio of the time needed to execute the

DMD code and the time needed to generate the simulation data used to fuel DMD.

We observe that, while increasingr , the relative error decreases for all time steps

and a�ects the overall relative error of the matrices. In terms of computational

e�ort, we note that the speedup decreases as we increaser . This happens because

the numerical complexity of the randomized SVD algorithm considers the rankr

in its implementation, di�erently from the standard SVD routine that completely

decomposes the matrix onto all singular values and vectors and is eventually followed

by the basis truncation.

Figure 4.4: Relative error for the reconstruction for the lock-exchange example
considering di�erent values ofr .

Lastly, we can evaluate the quantities of interest common to density-driven grav-

ity currents. Figure 4.5 shows the front position and mass conservation for both

simulations and the respective reconstructions. We note that, even for lower values

of r that yield larger L 2 relative errors, the quantities of interest for the DMD ap-

proximation are in good agreement with the quantities of interest computed for the

1Speedup is quoted because, yet it is an interesting metric to evaluate the approximation e�-
ciency, it cannot replace the simulations used to generate the dataset that fuels DMD.
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Table 4.1: Relative error between reconstructed data and the snapshots and speedup
between DMD and the numerical simulation.

Rank Relative Error (� F ) Speedup
50 1:081� 10� 1 558:53
100 3:472� 10� 2 445:91
150 6:207� 10� 3 230:67
200 2:024� 10� 3 204:74
250 9:604� 10� 4 189:17

�nite element simulation data.

(a) Front position

(b) Mass conservation

Figure 4.5: Front position and mass conservation for the lock-exchange example.
Comparison between simulation and reconstructed data.

4.1.2 Adaptive mesh 2D lock-exchange

After analyzing the results for the �xed mesh 2D lock-exchange simulation, we

can apply DMD to the AMR/C 2D lock-exchange simulation. According to DMD

work�ow presented on 2.4, the DMD code can be called with the following inputs:
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ˆ Data Generation: Simulation is processed usingFEniCS2019.1.0 and data is

generated in theFEniCSHDF5 format.

ˆ Data Transformation: Solution projection into tailored reference mesh.

ˆ Data Ingestion: Python h5py library.

ˆ Snapshots Matrix Creation: c snapshots.

ˆ Snapshot Embedding De�nition: state vectors.

ˆ Matrix Factorization: rSVD algorithm.

ˆ DMD Basis Construction: r = f 50; 100; 150; 200; 250g.

ˆ State Vector Approximation: Signal reconstruction.

ˆ Metrics Evaluation: Frobenius norm, relative error in time.

Before applying DMD to the generated data, we need to design a reference mesh

able to capture all spatial scales computed in the 2D lock-exchange �nite element

simulation using the adaptive mesh. As a reference mesh, we consider the same

700� 100 equal size cells mesh used in the �xed mesh simulation, that contains

the same element size as the smallest possible element in the adaptive simulation.

We compare the results from the adaptive simulation with the �xed simulation to

guarantee the results are the same. That is, at this point, we have three solutions

for the 2D lock-exchange: the adaptive solution obtained via AMR/C simulation,

the �xed mesh simulation and the results projected from the adaptive solutions into

the reference mesh. Figure 4.6 shows the solutions of all three solutions as well as

the adaptive mesh att = 10 time units.

Now that all snapshots belong to the same vector same, we proceed to apply

DMD to the projected solution and reconstructing the solutions. Figure 4.7 shows

the relative error for the reconstruction using di�erent values of the rankr , yielding

results that are very similar to the ones observed on Figure 4.4. We observe that, for

increasing values ofr , the relative error decreases for all steps and a�ects the overall

relative error of the matrices, similarly to the �xed mesh case. That is, inserting

more structures in the DMD basis yields better accuracy in terms of overall relative

error for the tested values ofr .

Most importantly, we can evaluate the quantities of interest common to density-

driven gravity currents. Figure 4.8 shows the front position and mass conservation

for both simulations and the respective reconstructions. We note that, for these

quantities, all reconstructions are in good agreement with those computed with the

�xed and adaptive meshes, even for smaller values ofr . These results are also similar
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(a) Fixed mesh solution (b) Projected adaptive solution

(c) Adaptive mesh (d) Adaptive solution

Figure 4.6: Projected and �xed mesh solutions for the �rst 8 meters of the domain
at t = 10s.

Figure 4.7: Relative error in time for the reconstruction considering di�erent values
of the rank r .

to the ones observed for the �xed mesh simulation. Again, to compute the front

position we consider extracting the maximumx coordinate for the concentration
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�eld of c � 0:05 and the mass of the system is computed using Equation 3.4. That

said, we observe that the DMD approximation for AMR/C solutions projected into

a tailored reference mesh able to capture all spatial scales yields very similar results

when compared to �xed mesh data for the 2D lock-exchange problem.

(a) Front position

(b) Mass conservation

Figure 4.8: Front position and mass conservation for the �xed mesh and adaptive
mesh simulations and reconstructions with the target mesh.

4.1.3 3D lock-exchange

In this section, we explore DMD on more complex gravity current models. For

that, the 3D gravity �ow model described in Section 4.1.3 is considered. This is a

larger simulation, requiring HPC strategies for e�ciency such as parallel computing

and data compression. This section is divided into two parts: one where we analyze

the standard DMD results for compressed snapshots of the concentration �eld with

di�erent levels of compression and another where we use streaming DMD for data

being generated during simulation runtime. In the latter case, the Paraview Catalyst

is responsible for generating PNG �les from the current simulation state.
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Compressed snapshots

In this section, we apply DMD for the 3D lock-exchange simulation compressed

data. For this simulation, the blocks on the DMD work�ow are the following:

ˆ Data Generation: Simulation is processed usinglibMesh and data is generated

in the libMesh HDF5 format.

ˆ Data Transformation: Data decompression and assembly of parallel snapshots.

ˆ Data Ingestion: Python h5py library and hdf5plugin module.

ˆ Snapshots Matrix Creation: c snapshots.

ˆ Snapshot Embedding De�nition: state vectors.

ˆ Matrix Factorization: rSVD algorithms.

ˆ DMD Basis Construction: r = 250.

ˆ State Vector Approximation: Signal reconstruction.

ˆ Metrics Evaluation: Relative Frobenius error, relative error in time.

In this section, we compare the results from snapshots obtained from HDF5

�les under di�erent levels of compression. Information on the coupling of data

compression on thelibMesh library can be seen on [68] and more detail about

ZFP, the data compression algorithm used in this thesis can be seen in Appendix

D. We focus on evaluating the DMD approximation obtained from the ingestion

of snapshots submitted to di�erent data compression strategies. The results are

compared in terms of relative errors and quantities of interest for each application.

From this point, our �rst approach is to decompress all the datasets so that

data can be compared even though part of the information was lost on the lossy

compression cases. For this purpose, we consider theh5py and hdf5plugin , two

Python modules responsible for enabling the I/O of HDF5 �les and compressing

and/or decompressing HDF5 �les, respectively. As soon as all data is decompressed,

the parallel snapshots can be assembled. After the execution of both pre-processing

steps, the snapshots matrix can be constructed, and the SVD decomposition of

Y 1 is computed. Initially, we observe the singular values obtained from the SVD

decomposition ofY 1 on Figure 4.9, where the curves show the singular values for

the original data, data with lossless compression, and lossy compression with two

di�erent accuracy thresholds. After some trial and error, we choose ther = 250

most relevant dynamic modes of the snapshots to reconstruct the solution. It is

known that, due to the reversible behavior of the lossless compression strategy, the
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snapshot matrices generated from the simulations with no compression and lossless

compression are identical. That is, no information is lost during the compression and

decompression processes. This is also con�rmed by the superposition of the curves

for the singular values of the datasets for cases A and B in Figure 4.9. The curves for

data generated with lossy compression reveal that the decay for the singular values

reaches a plateau at a given point. For lossy compression with accuracy threshold

equals to10� 6, the �rst 350singular values, approximately, are preserved compared

to the lossless and no compression data. Given that the dashed line represents the

truncation of the number of singular values for the DMD basis construction, the

information lost would not a�ect the construction of the basis since the di�erence

in the singular values lies ahead of the truncation threshold. For lossy compression

with accuracy threshold of10� 3, the truncation is more aggressive and a�ects the

singular values before the basis truncation ofr = 250, changing the singular values

preserved for the DMD basis. According to Figure 4.9, the lossy (10� 3) strategy

conserves the �rst200singular values, approximately.

Figure 4.9: Singular values for the tested cases. The dashed line represents the
number of r = 250 singular values and vectors selected for the DMD basis.

After analyzing the singular values, we proceed to reconstruct the solution us-

ing standard DMD to approximate the results. First, we start by investigating the

e�ects of data compression on the eigenvalues of~A . Figure 4.10 shows the complex

plane and the eigenvalues for this problem. Figures 4.10(a) and 4.10(b) show all

eigenvalues for Cases A, B and C and Figures 4.10(c) and 4.10(d) show the com-

parison between Cases A and D. We observe that all eigenvalues occur in complex

conjugate pairs. This is expected given that the snapshots matrix is real-valued

data [143]. We notice that the eigenvalues are very similar for Cases A, B, and C,

meaning that lossless and high-accuracy lossy compression strategies may not a�ect

the dynamics signi�cantly. When we compare Cases A and D, we observe that more

aggressive lossy compression schemes yield di�erent eigenvalues. However, the visu-

alization of DMD eigenvalues on the complex planeper se may lead to redundant
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components. It is important to mention that the relevance of DMD modes and

eigenvalues cannot be interpreted in a straightforward manner for the exact DMD

algorithm and the complex plane visualization [143]

(a) Eigenvalues of ~A . Case D excluded. (b) Zoom at rectangular region of interest.

(c) Eigenvalues of ~A for cases A and D. (d) Zoom at rectangular region of interest.

Figure 4.10: Eigenvalues for the 3D lock-exchange simulation.

Although this is a �rst glance at the solution, we need to assess the approximation

after the construction of the DMD modes. We generate the approximations and

compare with the snapshots. Figure 4.11 shows the absolute error att = 10 time

units between the DMD reconstruction using lossy compression (threshold10� 3)

and �nite element solution. We can see that the DMD reconstruction at that time

instant yields low absolute error. Figure 4.12 shows the relative error time history

for DMD reconstructions and �nite element solution, while Table 4.2 shows the

Frobenius relative error between the snapshots matrix and the matrix containing
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all the vectors approximated by DMD. Observing Figure 4.12, we note that the

Figure 4.11: Absolute error between DMD reconstruction from lossy compressed
data (threshold10� 3) and original snapshot for the sediment concentration att = 10
time units.

Figure 4.12: Relative error in time for the solution reconstruction.

error magnitudes are of the same order in all cases. Again, the results for lossless

compression and no compression are identical. For the lossy compression cases,

we observe that the relative errors are slightly higher for the latter stages of the

simulation. For t < 8 time units, we notice that the results for the lossy compression

considering an accuracy threshold of10� 6 are very similar to those without lossy

compression. It is also essential to notice that the relative error in time tends to �t

the dynamics, in the sense that the instant where more signi�cant errors are observed

(i.e., the generation of the current front aroundt = 2 time units), the dynamics

observed are more rapid, leading to more signi�cant errors in comparison with the
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remainder of the simulation. We observe that the curves present similar behavior

for all four cases and all relative errors computed are below2� 10� 2, meaning there

is no signi�cant loss of physical accuracy when using data compression techniques.

Further, Table 4.2 shows the relative error in the Frobenius norm (� F ) for the original

and approximated matrices. The relative Frobenius norm for all cases is of the same

order of magnitude, but for the more aggressive data compression case, we note that

� F is twice as larger. When running DMD, no signi�cant additional computation

time is observed for either compressing output �les during simulation runtime or

decompressing snapshots for DMD computation.

Table 4.2: Frobenius relative error between approximated and original snapshots for
the particle-driven gravity �ow considering r = 250

Case � F

A 5:28� 10� 3

B 5:09� 10� 3

C 5:31� 10� 3

D 9:95� 10� 3

Lastly, we also evaluate the quantities of interest for the lock-exchange simulation

(namely the front position and the system mass). That is, we need to verify if data

compression in�uences quantities computed with the results of DMD reconstruc-

tions. In this case, di�erently from the 2D lock-exchange simulation, we considered

convective �ux boundary conditions for the bottom of the domain, reducing the sed-

iment concentration during the simulation. That is, mass conservation is no longer

expected. Figure 4.13 shows the quantities of interest for the simulation data of Case

A (uncompressed data) in comparison with the four DMD reconstructions. We show

the results for front position on Figure 4.13(a) and the sediment mass for the system

on Figure 4.13(b). Front position is computed by clipping the concentration �eld to

values wherec � 0:05 and extracting the maximumx coordinate. The system mass

is computed using Equation 3.4. We notice that all curves are practically identical,

implying that data compression did not a�ect signi�cantly the quantities of interest

for the problem.

Streaming data

In this section, we focus on applying streaming DMD for the PNG �les generated

by ParaView Catalyst during the simulation execution. For this case, the blocks for

the DMD work�ow are:

ˆ Data Generation: In situ visualization tool for generating image snapshots

during simulation runtime.
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(a) Front position.

(b) Mass of sediments over time.

Figure 4.13: Front position and mass of sediments for the 3D lock-exchange simu-
lation.

ˆ Data Transformation: None.

ˆ Data Ingestion: Python opencv module for image snapshots.

ˆ Snapshots Matrix Creation: Image pixels from PNG �les of thec �eld for a

given plane.

ˆ Snapshot Embedding De�nition: state vectors.

ˆ Matrix Factorization: iSVD.

ˆ DMD Basis Construction: r = 250.

ˆ State Vector Approximation: Signal reconstruction.
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ˆ Metrics Evaluation: Relative Frobenius error in time, relative error in time,

SSIM.

In this section, we evaluate the use of streaming DMD on the images obtained

from Paraview Catalyst generated in runtime as the simulations evolve. Here the

snapshots are pixel values of the PNG images instead of the nodal values obtained

from the �nite element discretization. We consider images generated at the midplane

of the 3D lock-exchange domain for the concentration �eld. We de�ner = 250 as

our threshold for a snapshots matrix containing2001snapshots.

For this problem, the streaming DMD is considered. In this case, snapshots

arrive on-the-�y and the DMD basis is updated with every new snapshot. Although

the streaming DMD does not required assembling and storing the snapshots matrix,

we do so for metrics purposes. In this study, we do not consider a DMD basis with

less thanr vectors, although it would be possible to construct a basis with less than

r vectors for fewer snapshots. For instance, for10 relevant snapshots available, one

could construct a temporary basis ofr = 10 until reaching the threshold. However,

we start constructing the basis as soon as the �rstr = 250 relevant snapshots are

collected, so the DMD basis will always have their dimensions preserved while being

updated with every new snapshot. Figure 4.14 shows the image produced with

ParaView Catalyst for the concentration pro�le at the domain midplane in the lock-

exchange problem and the streaming DMD reconstructed image at the same instant

(t = 12 time units).

Figure 4.14: In situ visualization of the sediment concentration pro�le at the mid-
plane image �le at t = 12 time units (top) and streaming DMD reconstructed image
at the same time instant (bottom).

To assess the DMD accuracy on the reconstruction of the PNG �les, we consider

the SSIM metric and the relativeL 2 error in time as well as the relative Frobenius

norm in time. Although streaming DMD does not require storing the snapshots ma-

trix, in this case, we stack the PNG image �les into the image snapshots matrix and

it varies in time with the inclusion of one image snapshot at a time. Thus, di�er-

ently from the standard DMD where the computation of the Frobenius error is done

once - when the approximated vectors are computed for all time instants existent

in the snapshots matrix -, in this case both approximation and snapshots matrices

are altered in time. So instead of returning one value for the entire simulation time,
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the relative Frobenius error is assessed in time.

We start by analyzing the SSIM metric for the DMD image approximation. The

PNG �les have 499� 51 pixels, and the window size used is7 pixels - scikit-image`s

default value. We can see in Figure 4.15 that the metric stays close to 1.0 during the

whole time interval of interest, indicating that the DMD reconstructed images for

the sediment concentration at the midplane are of good quality. Now, comparing the

Figure 4.15: Evolution in time of the structural similarity index for the DMD re-
constructed images for concentration at the midplane.

results in terms of relative Frobenius andL 2 errors, Figure 4.16 shows the evolution

in time for the Frobenius norm of the snapshots matrix and the matrix containing

the approximations obtained from the streaming DMD algorithm. TheL 2 norm

relative error can also be seen. The solid vertical line indicates the instant where the

DMD basis has reachedr = 250 vectors. From this point, the basis gets updated

with the arrival of new snapshots relevant to the DMD modes but still preserves

r = 250. We observe that both metrics are below10� 2 for all time steps, indicating

that the approximation is adequate. We also notice that the largest errors in Figure

4.16 occur when the moving front is created (aroundt = 3:5s), meaning that the

rapid physics during this stage are translated into more pronounced relative errors

between the image �les. We also notice this phenomenon in Figure 4.15, being the

smallest similarity index related to this stage.

4.2 Bubble rising

Another �uid dynamics problem that arises in research is the bubble rising prob-

lem. In this section, we apply DMD to snapshots generated from the simulation

described on Section 3.2. This problem was modeled using data compression, par-

allel computing and AMR/C strategies [68]. Following the pipeline seen for the

3D lock-exchange simulation, we analyze the results for the bubble rising problem

considering the standard DMD - when snapshots are provided in a batch of output
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Figure 4.16: Evolution of the Frobenius relative error in time for (r = 250) (left) and
evolution of the L 2 relative error in time for (r = 250) (right) for the lock exchange
problem.

data - and the streaming DMD, when anin situ visualization tool is responsible for

creating image snapshots from a prede�ned midplane and DMD basis get updated

with every new generated PNG �le.

4.2.1 Adaptive mesh bubble rising with snapshot compres-

sion

For this problem, we start by applying the standard DMD to the parallel snap-

shots obtained through the compressed HDF5 �les. The DMD work�ow for this

problem can be translated as:

ˆ Data Generation: Simulation is processed usinglibMesh and data is generated

in the libMesh HDF5 format.

ˆ Data Transformation: Solution projection into tailored reference mesh, parallel

snapshot assembly and data decompression.

ˆ Data Ingestion: Python h5py library and hdf5plugin module.

ˆ Snapshots Matrix Creation: � snapshots.

ˆ Snapshot Embedding De�nition: state vectors.

ˆ Matrix Factorization: rSVD algorithm.

ˆ DMD Basis Construction: r = f 5; 10; 15; 30; 45; 60g.

ˆ State Vector Approximation: Signal reconstruction.

ˆ Metrics Evaluation: Relative Frobenius error, relative error in time, SSIM.
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In this example, we start by decompressing all snapshots. Similarly to the 3D

lock-exchange problem, the bubble rising problem also generates four datasets: the

raw dataset not submitted to data compression (Case A), the compressed dataset

using a lossless strategy (Case B) and two datasets submitted to lossy compressions

with preserved accuracies of10� 6 (Case C) and10� 3 (Case D). The next step is to

assemble the parallel snapshots by removing duplicated degrees of freedom. Now,

the snapshots are decompressed and assembled and ready for projection into the

reference tailored mesh. The �rst analysis we propose for this problem is to test

three di�erent tetrahedral meshes for our projection strategy, presented in Figure

4.17. We want to observe the behavior of DMD when the reference tailored mesh is

not able to fully capture all spatial scales of the adaptive mesh. For this study, only

the dataset not submitted to data compression (Case A) is considered. The three

meshes named coarse, intermediate and �ne, present characteristic lengths similar

to the three scales existent in the re�nement levels of the adaptive mesh simulation.

That is, the coarse mesh represents the initial mesh on the adaptive simulation,

a 10 � 20 � 10 cells mesh with12000elements. The intermediate mesh presents

smaller elements equivalent to the generated elements after the �rst re�nement level

on the AMR/C simulation, totalizing 20� 40� 20cells with 96000elements, and the

�ne mesh contains the smallest scales presented on the adaptive numerical solution

resulting on a mesh with40 � 80 � 40 cells and containing768000elements. The

�gures show the solution on half of the domain and att = 2:5 s for the adaptive

mesh solution and the respective projections. We can visually notice how the bubble

geometry is a�ected by the mesh projections. In order to quantify how the solution is

a�ected by the projection, we evaluate the quantities of interest such as the bubble

volume, sphericity, center of mass, and rise velocity for the AMR/C simulation

output and the projections on Figure 4.18. We observe that the geometry of the

bubble is a�ected for the coarse mesh projection, leading to bad results relative

to the bubble volume and sphericity - quantities of interest regarding the bubble

structure - when compared with the AMR/C simulation, while for the intermediate

and the �ne meshes, the geometry of the bubble is not largely a�ected, and the

results are compatible with the AMR/C solution. Concerning quantities of interest

with respect to the bubble dynamics, we also observe that the center of mass is not

a�ected by the projections compared with the simulation results. As for the rise

velocity, we observe some minor di�erences in all projection cases.

We now proceed to apply DMD to the projected solutions. We analyze the results

in terms of relative error between the snapshot matrix and the obtained solutions

for each case. The DMD solution for the coarse mesh is compared to the projected

adaptive solution onto the coarse mesh and so forth. This is done for multiple values

of r , such that r = f 5; 10; 15; 30; 45; 60g. Figure 4.19 shows the singular values decay
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